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1 INTRODUCTION

In recent years, the availability of open language re-
sources for Serbian text processing has slowly but surely
increased. A significant contribution to this devel-
oping trend has been provided by the ReLDI project
(Samardžić et al., 2015), which led to the creation of
the first publicly available reference corpora in Ser-
bian – SETimes.SR (Batanović, Ljubešić, & Samardžić,
2018; Batanović et al., 2023) and ReLDI-NormTag-NER
(Miličević & Ljubešić, 2016; Ljubešić et al., 2023). The
SETimes.SR corpus, belonging to the newswire domain,
was manually annotated in terms of tokenization and
sentence segmentation, morphosyntax according to the
MULTEXT-East v6 and UPOS standards, lemmas, de-
pendency syntax according to the Universal Dependen-
cies standard, and named entities using a basic five
class schema including person, organization and loca-
tion names. The ReLDI-NormTag-NER-sr corpus, be-
longing to the Twitter/X domain, was annotated with
the same information, except for syntactic dependen-
cies. The twoReLDI corpora provided the data to train or
fine-tune various NLP models for Serbian, most notably
the CLASSLA-Stanza package (Ljubešić et al., 2024) and
various variants of the BERTić large language model
(Ljubešić & Lauc, 2021). In addition to these larger
corpora, several smaller, task-specific manually anno-
tated corpora have been published, mostly consisting
of newswire (Batanović, Cvetanović, & Nikolić, 2018;
Batanović&Miličević Petrović, 2022), blog (Batanović et
al., 2016, 2020), or literary texts (Stanković et al., 2021;
Šandrih Todorović et al., 2021).
All these previous efforts were driven by academic

research and were predominantly guided by the avail-
ability of source texts. This primary criterion made
newswire texts, Twitter and blog posts, and literary
works obvious choices, due to the ease of obtaining suf-
ficient quantities of texts from these domains, mostly
from the Internet. However, this left many textual do-
mains, often more complex ones, completely neglected

in terms of language resource development. Simi-
larly, all previous research heavily emphasized themore
widely spoken Ekavian pronunciation of Serbian, while
dedicated resources and models for the Ijekavian pro-
nunciation were all but non-existent.

2 THE COMTEXT.SR PROJECT

The COMtext.SR initiative has been launched as an at-
tempt to address the growingmarket and societal needs
for open NLP resources for Serbian in specific domains,
such as legal, medical, financial, etc. One of the found-
ing principles of the initiative is that all results (datasets,
models, codebases) should be published under maxi-
mally permissive licenses, allowing both for their aca-
demic and commercial use. In addition, it aims to gen-
erate parallel resources for both Ekavian and Ijekavian
pronunciations of Serbian. The COMtext.SR methodol-
ogy is based on the creation of high quality, manually an-
notated and verified datasets for various NLP tasks and
their subsequent use in fine-tuning and evaluating spe-
cialized large language models.
After extensive consultations with around 50 inter-

ested parties, including government representatives,
domestic and foreign IT companies and NGOs, as well
as legal tech experts, this initiative was formalized as
a community-funded project. Project implementation
is led by the Innovation Center of the School of Elec-
trical Engineering in Belgrade, with assistance from the
Regional Linguistic Data Initiative Centre regarding data
annotation and quality assurance. Discussions with
project partners identified the legal domain as the most
common point of interest, making it the initial focus for
project activities.

3 PROJECT TASKS AND EXPECTED RESULTS

The first major goal of the project is to improve the
quality of text search in the legal domain. To that end,
work is under way to address the NLP tasks of tok-
enization, morphosyntactic tagging, lemmatization, and
named entity recognition. Solving these tasks also al-
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lows for the creation of tools for anonymizing sensitive
and personally identifiable information, automatic doc-
ument indexing and linking, improved document classi-
fication, etc. For morphosyntax the MULTEXT-East v6
standard is followed, while for named entities a special
schema adequate for the Serbian legal domain is being
devised. In order to train and evaluate models for these
NLP tasks, it is necessary to compile a sufficiently large
corpus of legal texts, preferably containing at least 100
thousand tokens, in line with the sizes of the existing
SETimes.SR and ReLDI-NormTag-NER-sr corpora. Legal
experts from domestic law firms are being consulted to
ensure the corpus covers a breadth of legal document
types, such as laws, verdicts, contracts, statements,
etc. The corpus will be made available in parallel Eka-
vian/Ijekavian versions. Data annotation is performed
manually, either directly or, where possible, by checking
and correcting the outputs of current bestmodels. Fine-
tuned models for morphosyntactic tagging, lemmati-
zation and NER will be released in separate Ekavian
and Ijekavian versions via the HuggingFace platform,
while all project results will be publicly available at the
following GitHub repository: https://github.com/ICEF-
NLP/COMtext.SR
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