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1 INTRODUCTION

Following technological advancements throughout his-
tory, the news media have evolved substantially. De-
spite significant reshaping, news remains a vital source
of information, serving as a valuable resource for exam-
ining both how the world is represented and how lan-
guage is used to shape those representations. How-
ever, having experienced massive growth, the news me-
dia landscape is increasingly difficult to navigate.

Most commonly, news from various outlets is aggre-
gated and queried through general-purpose search en-
gines. While powerful, those engines often produce in-
complete and biased results, leaving users unsure which
articles are omitted, how results are ranked, and why
certain content is prioritized. This limitation presents
a particular challenge for researchers working in fields
that rely on news data, such as political science, media
studies, and psychology, where accurate and compre-
hensive access to information is essential for meaning-
ful analysis. Likewise, areas focused on language, such
as computational linguistics and natural language pro-
cessing (NLP), require clean data from verified sources.

In contrast, much of the information online is unstruc-
tured and of inconsistent quality. Another key prob-
lem in any language-focused discipline is acquiring di-
verse and unbiased data in languages other than En-
glish. For instance, while platforms like Ground News
(Ground News, n.d.) are available for English, there is
no similar platform or resource for South Slavic lan-
guages or their corresponding media sphere. The clos-
est regional match is arhiv.rs *, an archive of digitized
newspapers, which is defunct as of 2017. To combat
the lack of platforms for news analysis tailored to re-
searchers in academia, we develop Retriever (Duki¢ et
al., 2024), a search engine for Croatian news. Through-
out this extended abstract, we describe the main com-
ponents of the Retriever platform and demonstrate its
utility through published studies in which the TakelLab
Retriever corpus was essential.
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2 TAKELAB RETRIEVER PLATFORM & CORPUS

Retriever allows researchers to analyze content from 33
Croatian news outlets, with publication dates spanning
from January 2000 to the present. The crawling process
is constantly ongoing, with thousands of articles being
added daily. Retriever’s key feature is its search func-
tionality, which allows users to include semantic con-
straints based on topics or named entities mentioned in
the articles. The results are presented in an aggregated
form, including the temporal trends of the search term’s
frequency as well as the metadata such as publication
dates, news outlets, and links to the corresponding set
of retrieved articles.

Equipped with state-of-the-art models for NLP, Re-
triever automatically processes the retrieved articles,
categorizing them into appropriate topics and enrich-
ing them with part-of-speech tags, dependency parse
trees, and named entity annotations with links to Wiki-
data (Vrandeci¢, 2012). The interaction among all the
components is shown in Figure 1. For the implementa-
tion details about the system for article retrieval and se-
mantic processing, and an analysis of the performance
of named entity annotation components, please see the
Retriever technical report (Duki¢ et al., 2024), and a stu-
dent thesis on Croatian entity linking (Gali¢, 2025).

The platform can be accessed through its web appli-
cation. 2 The search engine is available to both affili-
ated and independent researchers for non-commercial,
research-oriented use. To apply for platform access, in-
terested users are required to fill in the form provided on
the aforementioned website.

In addition to being a platform with an advanced
search functionality, Retriever is incredibly valuable as
a corpus. With Retriever, we have compiled and pro-
cessed an unbiased archive spanning from the year
2000 onward, comprising of 10 million news articles as
of November 2024 from 33 news outlets. In Figure 2,
we present an example of article count distribution over
the collection period for a given query.

2 https://retriever.takelab.fer.hr

75 RelLDI 2025 Synergies


http://www.arhiv.rs
https://retriever.takelab.fer.hr

L |

Semantic processing modules

Entity linker

3 ‘0

Core module

Database  |¢-d] Low-%uectlgx:rrhde T

I Tokenizer " Sentencizer | )

L 2

Entity recognizer

=

Y

’ Lemmatizer

‘ S)

Web app
)

Topic classifier

%[II

Scraper

Figure 1: TakeLab Retriever pipeline. The pipeline consists of two types of modules: core and external. The core modules include
a tokenizer, a sentencizer, and a lemmatizer. The external modules include a low-quality article detector, a topic classifier, and

entity-linking components.

3 APPLICATIONS

We utilized the corpus for various tasks, ranging from
political science topics such as sentiment and clickbait
for news headlines, as well as fact-checking to applica-
tions in the computational linguistics domain, such as
training diachronic embeddings. We will now list several
studies we conducted on top of the corpus.

3.1 Sentiment analysis

Sentiment analysis has become a prevalent approach
in media communications for understanding how the
portrayal of different actors and events shapes public
perception. Within this context, sentiment directed to
particular actors and tone analysis of news headlines
are especially significant, since headlines often serve as
attention-grabbers and affect readers’ interpretations.
To this end, we leverage Retriever’s database to com-
pile STONE (Bari¢ et al., 2023), a novel dataset com-
prised of 2880 Croatian news headlines labeled with
sentiment towards named entities and the general tone
of the headlines. We collect headlines by using the
TakeLab Retriever corpus and extract named entities us-
ing BERTI¢ (Ljubesi¢ & Lauc, 2021) specialized for NER.
Each headline is then labeled by six annotators using a
ternary scheme (‘positive’, ‘negative’, ‘neutral’) for sen-
timent and tone. Furthermore, we fine-tune several
baselines and transformer-based language models in a
multi-task setting to investigate whether tone informa-
tion could benefit the classification of targeted senti-
ment. We find that multi-task training indeed aids per-
formance, and analyze in depth the results using dataset
cartography (Swayamdipta et al., 2020).

In follow-up work, we expand our study of sentiment
analysis to large language models (LLMs), using STONE

along with two other sentiment datasets for zero- and
few-shot classification (Juro$ et al., 2024). We con-
struct prompts with varying levels of prescriptiveness,
inspired by two opposing data annotation paradigms
for subjective tasks (Rottger et al., 2022): lower pre-
scriptiveness permits more variation, while greater pre-
scriptiveness limits it. For STONE, we show that fine-
tuned BERTI¢ (LjubeSi¢ & Lauc, 2021) outperforms var-
ious LLMs across prompt configurations, demonstrating
the potential of smaller language models specialized for
the respective language group and the strength of fine-
tuning for subjective tasks.

3.2 Clickbait detection

Another prevalent analysis of news media concerns
clickbait, a phenomenon defined as a statement de-
signed to make readers want to click a hyperlink, es-
pecially when the link leads to content of dubious value
(Merriam-Webster, n.d.). In our work, we compile CLIC,
anovel dataset for clickbait analysis in Croatian (Andelic
et al., 2025), comprised of headlines annotated as
‘clickbait’ or 'not clickbait’. The headlines are collected
from the Takelab Retriever corpus, spanning across 20
years and multiple outlets. The final dataset consists of
2907 headlines with 5 annotations each, to account for
subjectivity in perceiving clickbait.

Surprisingly, the ratio of positive to negative labels is
around 50 percent, consistent throughout the years. To
determine the viability of automated clickbait detection,
we fine-tune several models and compare them to zero-
and few-shot prompting on various LLMs. Our experi-
ments show that fine-tuned BERTi¢ again achieves su-
perior overall performance, while LLMs improve if click-
bait features are explicitly included in prompts.
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Figure 2: TakelLab Retriever web application search result for migracije (migration) in combination with the topics ECONOMY,
BUSINESS and FINANCE, and CONFLICTS, WAR and PEACE on 33 Croatian news outlets, with no articles hidden from the results.

3.3 Fact-checking

A report published by FullFact (FullFact, n.d.), a major
British fact-checking organisation, highlights that mon-
itoring and identifying claims is the most laborious and
challenging stage of the fact-checking process. To ad-
dress this, as part of the EDMO — EU’s largest interdis-
ciplinary network for countering disinformation (EDMO,
n.d.) — we developed ClaimSearch, a platform designed
for early claim detection. The core of the system is a
vector database comprising claims extracted from ar-
ticles in the Takelab Retriever corpus, published since
2021. Each article is segmented into sentences, em-
bedded using a custom embedding model, and stored
in the vector database. For any input claim, semanti-
cally similar claims are retrieved based on vector simi-
larity. This approach offers a major advantage over tra-
ditional string-based search, as it allows for the detec-
tion of paraphrases and semantically equivalent state-
ments rather than relying solely on exact wording. Us-
ing ClaimSearch, fact-checkers can efficiently identify
similar claims across different news outlets, enabling
them to trace the spread and evolution of disinforma-
tion. Beyond claim-level analysis, the system can also
be a foundation for analyzing disinformative narratives
(Grbesa et al., 2024). Unlike explicit false claims, disin-
formative narratives tend to be more subtle and diffuse,
spreading across multiple media sources and over time.
To analyze such narratives, potential narratives are first
identified — often by monitoring discussions across var-
ious media spaces and in different countries. For each
narrative, the associated disinformative claims that re-
inforce it are then constructed, along with paraphrases
of these claims, which are then used as input into the
ClaimSearch to retrieve related instances. Finally, LLMs
are employed to filter out false positives. This workflow
enables the temporal and cross-outlet analysis of dis-
informative narratives, providing a powerful tool for un-
derstanding the dynamics of online misinformation.

3.4 Linguistic Shifts

Another angle for using a large news database like
Retriever is to analyze how word meanings change
over time using diachronic word embeddings. By fol-
lowing the methodology proposed by Hamilton et al.
(2016), we train skip-gram word2vec embedding mod-
els (Mikolov et al.,, 2013) for non-overlapping 5-year
periods in the timespan of 2000-2025 using the Re-
triever database and ensure that the embeddings are
compatible across periods via the Procrustes alignment
(Schénemann, 1966). To assess the quality of embed-
dings, we use word-similarity datasets for Croatian and
find a moderate positive correlation between human-
judgment scores and word embeddings. Next, we as-
sess the capability of embeddings to capture topical and
sentiment shifts. We curate the words for three ma-
jor topics relevant both globally and locally (COVID-19,
EU, and technological advancements), and find that em-
beddings accurately reflect the topical change. We ex-
tend the evaluation to quantify sentiment shift on news
headlines and entire news articles. We find that em-
beddings from later periods bias sentiment classifiers
trained on independent news corpora towards positive
sentiment (and vice versa), which aligns with the ob-
served increase in positive news at the expense of neu-
tral reporting.

4 CONCLUSION

TakeLab Retriever is a specialized search engine for
Croatian online news. Its scale and rich semantic infor-
mation available for each indexed article make it a com-
pelling resource for researchers across social science
disciplines. We demonstrate Retriever’s potential for
academic research by outlining five studies published in
peer-reviewed publications for which the corpus was in-
strumental. Hoping to inspire further research on Croat-
ian news and thereby accelerate social science, we con-
tinue to maintain the Retriever platform and collect re-
cently published news articles.
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