FROM NAMES TO PLACES: SERBIAN ENTITY LINKING THROUGH THE LENS OF GIS
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1 INTRODUCTION

Named Entity Linking (NEL) is one of the fundamen-
tal tasks in Natural Language Processing (NLP), involv-
ing the identification of named entity mentions (such
as persons, organizations, locations, and events) and
their linking to canonical entries in structured knowl-
edge bases such as Wikidata (Vrandeci¢ & Krotzsch,
2014) or DBpedia (Auer et al.,, 2007). This process
transforms unstructured text into structured semantic
representations, thereby enhancing the performance of
downstream NLP applications such as sentiment anal-
ysis, question answering, and knowledge base popula-
tion. The importance of NEL is especially pronounced
in domains such as Geographic Information Systems
(GIS), where linking textual mentions of locations to
geospatial coordinates enables spatial reasoning and vi-
sualization (Berragan et al., 2023; Hu et al., 2023; Jones
& Purves, 2008).

Despite extensive research in NEL, the task re-
mains particularly challenging for morphologically rich
and low-resource languages like Serbian (Ikoni¢ NeSic,
Petalinkar, Stankovi¢, Utvi¢, & Kitanovi¢, 2024). Mul-
tilingual and cross-lingual entity linking models often
struggle with complex inflectional morphology, where a
single entity may appear in many surface forms. This
linguistic variability complicates both candidate genera-
tion and entity disambiguation (Ikoni¢ NeSi¢, Petalinkar,
Stankovi¢, & Skori¢, 2024), limiting the applicability of
existing systems trained primarily on English or other
high-resource languages.

Previous work has demonstrated the utility of domain-
specific NEL systems. For example, tools like ScispaCy
(Neumann et al., 2019) and REL (Van Hulst et al., 2020)
have achieved success by tailoring linking strategies
to biomedical and general-purpose contexts, respec-
tively. Similarly, the STpCNNeL model (Ikoni¢ Nesic,
Petalinkar, Stankovi¢, Utvi¢, & Kitanovi¢, 2024) repre-
sents the first CNN-based approach to NEL in Serbian,
trained on three core entity types: persons, organi-
zations, and locations. It builds upon SrpCNNER2, a

named entity recognizer developed using Serbian lit-
erary corpus (Stankovi¢ et al.,, 2021) and news cor-
pora (Vitas et al., 2025), as well as synthetic data de-
rived from lexical database Leximirka (Stankovié et
al., 2018) and Wikidata.

In this paper, we present ongoing work on
transformer-based models for Serbian named en-
tity linking, which focuses on geospatial entities and
integrates with GIS platforms for enhanced visual-
ization and analysis. Our objectives are threefold: (i)
to improve entity linking accuracy by accounting for
inflectional morphology, (ii) to enable spatial mapping
of linked locations using geocoordinates from Wikidata,
and (iii) to develop tools for visualizing geolocated
entities extracted from diverse textual sources.

This work bridges the gap between entity linking and
spatial reasoning by developing NEL models that are lin-
guistically aware and geospatially enabled. In doing so,
it contributes to the broader goals of digital humanities,
geographic information retrieval, and low-resource NLP.

The Section 2 describes the model architecture and
training procedures; Section 3 details the data prepa-
ration and knowledge base construction; Section 4
presents evaluation results and analysis; and Section 5
outlines conclusions and future work.

2 METHODOLOGY
2.1 Model Training and Pipeline Configuration

We trained NEL models using the spaCy command-line
interface. The annotated datasets were first converted
into spaCy’s binary format and partitioned into train-
ing and development sets. A knowledge base was con-
structed for entities in set using definitions extracted
from Wikidata, which were stored in a separate direc-
tory. Inflected forms of canonical forms of entities were
set as aliases. The definitions were vectorized using the
jerteh335—ner1 (Ikoni¢ Nesi¢, Petalinkar, Stankovic,
& Skori¢, 2024).

1ht'cps://h uggingface.co/Tanor/sr_pner_tesla_j355
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The pipeline architecture consisted of four compo-
nents:

« transformer backbone incorporating either Tes-
1laXLMand Jerteh-355 pretrained models;
Named Entity Recognizer (NER);
sentence segmenter module (sentence tagger);
entity linking component.

2.2 Output Generation and Integration

The two best-performing models: TeslaXLM and
Jerteh-355_NER+NEL were then employed to anno-
tate raw text across multiple output formats. These
included structured HTML representations, WebAnno
v3-compatible .tsv files (via a custom-made converter
used for INCEpTION (Klie et al., 2018)), and GIS-ready
data layers (using GeoJSON?). This ensured compatibil-
ity with both linguistic annotation platforms and geospa-
tial analysis tools, enabling broader applications of the
linked entities in domain-specific downstream tasks.

3 DATA

The creation of the srGeoTESLA dataset involved two
annotation methods: semi-automatic (srGeoTESLA-SA)
and fully automatic (srGeoTESLA-FA). For srGeoTESLA-
SA, automatic annotation with manual corrections was
applied to 51K sentences sourced from novels, news-
papers, and legal documents. Fully automatic annota-
tion included two methods: sentence generation based
on templates and legacy lexical resources and gazetiers
from Leximirka (Stankovi¢ et al., 2018; Lazié¢ & Skori¢,
2019), named (srGeoTESLA-lex), and automated gener-
ation using ChatGPT 4.0 (srGeoTESLA-chat).

The complete srGeoTESLA dataset comprises 73K
sentences with 47K entities annotated for NER type and
Wikidata QIDs. Of these, 35K entities (1.9K unique)
represent geolocations, reflecting the dataset’s primary
goal of geolocation recognition and linking in Serbian
texts. The work on dataset preparation is still ongoing
task and when it reach 150K sentences.?

The NER tagset is inspired by categories established
within European Literary Text Collection (ELTeC) devel-
opment (Krstev & Stankovi¢, 2021; Stankovi¢ et al.,
2021; Frontini et al., 2020): personal names (PERS), lo-
cations (LOC), organizations (ORG), professions and ti-
tles (ROLE), demonyms (DEMO), artworks (WORK), and
events (EVENT). Most frequent class are LOC (37K),
PERS (14K), ORG 11K).

The dataset was pre-annotated for NER with differ-
ent models (Krstev et al., 2014, Ikoni¢ Nesi¢, Petalinkar,

2https://geojson.org/
3The final version of datasets and models will be publicly available at
https://huggingface.co/te-sla.

Stankovic¢, Utvi¢, & Kitanovi¢, 2024), since the develop-
ment of this dataset spanned trough several years and
different tools were used. For manual correction of pre-
annotated dataset, INCEpPTION tool was used. The sen-
tences were annotated by many trained annotators and
all annotations have been cross-checked by an expert.

Assigning Wikidata IDs (QIDs) is a task known as
entity linking. Since no successful linking model for
Serbian was available, pre-annotation was not possi-
ble. In INCEpPTION, a dedicated layer with a Wikidata-
based knowledge base was established. Within the LOC
category, 36,000 mentions (97.4%) were successfully
linked to their corresponding canonical entries (QIDs)
in Wikidata. In addition to ambiguities in Wikidata, an-
other issue was that some entities were not present in
Wikidata. For some of these, we added new items, but
others remained unlinked, with NIL assigned as the an-
notated value.

4 PRELIMINARY RESULTS

To evaluate the practical applicability and domain-
specific performance of various NEL models, we con-
ducted a focused evaluation utilizing a specialized
dataset: the sr-geography corpus. This corpus, specifi-
cally curated to represent a distinct domain, comprises
710 sentences totaling 2,297 words, extracted from
Serbian elementary school geography textbooks (Dini¢-
Marinkovi¢, 2017). This dataset provides a challenging
testbed for assessing model robustness and generaliza-
tion capabilities beyond general-domain text.

The sr-geography corpus is rich in geolocational
named entities, comprising a total of 746 annotated
mentions. These entities are distributed across sev-
eral predefined categories critical for geography texts,
including country (42.2%), city (17.6%), continent
(10.6%), mountain (9.0%), river (7.2%), sea (5.0%), is-
land (3.5%), ocean (2.1%), peninsula (1.6%), planet
(0.4%), and geographic region (0.8%). Evaluating mod-
els on this dataset is particularly relevant as it allows
us to assess their ability to identify and link entities
primarily belonging to location-based categories, which
exhibit specific linguistic patterns and potential ambi-
guities. Collectively, these 746 mentions correspond
to 211 unique Wikidata identifiers (QIDs), indicating a
moderate level of entity ambiguity and diversity that
models must handle during the linking process.

We evaluated three models on this corpus, specif-
ically focusing on their performance in identifying
and linking these geolocational entity types: a con-
ventional CNN-based model serving as our baseline
(STpCNNEL) (Tkoni¢ Nesi¢, Petalinkar, Stankovi¢, Utvié,
& Kitanovi¢, 2024), and two BERT-based models, Tes-
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1aXLM_NER+NEL and Jerteh-355_NER+NEL. Model
performance was quantified using standard metrics de-
rived from True Positives (TP), False Positives (FP), and
False Negatives (FN) (Table 1).

The baseline STpCNNEL model achieved 435 TP, with
7 FPand 312 FN on the sr-geography dataset. While this
yielded a high precision of approximately 0.984, its re-
call was significantly lower at about 0.582, resulting in
an F1-score of approximately 0.734.

In contrast, the more advanced BERT-based models
demonstrated superior performance within this domain.
The TeslaXLM_NER+NEL model successfully identified
588 TP, incurring 40 FP and 159 FN. This corresponds
to the precision of 0.936, recall of 0.787, and F1-score
of 0.855. Similarly, the Jerteh-355_NER+NEL model
yielded 582 true positives, with 42 FP and 165 FN,
achieving the precision of 0.933, recall of 0.779, and an
F1-score of 0.849 (Table 1).

A comparative analysis of these results highlights the
substantial performance gain achieved by the BERT-
based models on the sr-geography corpus compared to
the CNN baseline. Although the baseline model main-
tained very high precision by making fewer false posi-
tive predictions, its significantly lower recall indicates a
substantial number of missed entities.

The BERT models, while exhibiting slightly lower pre-
cision, achieved considerably higher recall, leading to a
significantly better balance between identifying correct
entities and avoiding false positives, as reflected in their
notably higher Fl-scores. The TeslaXLM_NER+NEL
model slightly edged out the Jerteh-355_NER+NEL
model in overall F1-score on this specific dataset, sug-
gesting a marginal advantage in this domain.

5 CONCLUSION AND FUTURE WORK

In this work, we presented an end-to-end NEL pipeline
for the Serbian, capable of transforming raw text into
rich, geospatial visualizations. The pipeline includes
entity recognition, disambiguation via Wikidata, and
two complementary forms of output: (1) an interactive
Streamlit web application based on annotated HTML,
and (2) structured GeoJSON exports suitable for GIS
platforms such as QGIS.

To support this system, we trained two transformer-
based NEL models each based on a different pretrained
model: a multilingual model with 561 million parame-
ters (TeslaXLM), and a smaller monolingual model with
355 million parameters (jerteh-355). Both NEL mod-
els demonstrated strong performance on a specialized
geography corpus. While the larger multilingual model
achieved slightly better F1-scores, it remains inconclu-

sive whether this advantage stems from its multilingual
pretraining or simply its increased size.

Crucially, beyond intrinsic evaluation, we applied
these models to annotate five novels from the Serbian
ELTeC corpus, extracting and visualizing location en-
tities. These outputs are accessible both via a pub-
lic Streamlit viewer hosted online and as downloadable
GeoJSON datasets. This demonstrates a clear path from
linguistic annotation to practical applications in digital
humanities and education.

Unlike prior studies that often isolate model develop-
ment from applied use, our work offers a fully integrated
pipeline, from raw text to interactive map, intended for
real-world deployment. We believe this approach can
serve as a valuable resource for teachers, researchers,
and developers working with Serbian language materi-
als in both computational linguistics and cultural her-
itage domains.

Future work will expand the dataset with labeled texts
from diverse genres and broaden entity categories toin-
clude lakes, provinces, and regions. Wikipedia-based
prompts will be used to enhance contextual diversity in
training data and reduce ambiguity.

The presented work opens the possibility for further
improvements toward designing to go beyond just ge-
omapping data but also to answer spacial queries sub-
mitted in natural language. The conversion to RDF will
be performed as in (Stankovic et al., 2024), so the incor-
poration of NIF annotations will provide the exploration
of annotated data using SPARQL queries.
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