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1 INTRODUCTION

Until recently, fine-tuned BERT-like models provided
state-of-the-art performance on text classification
tasks. With the rise of instruction-tuned decoder-only
Transformer models, commonly referred to as the large
language models (LLMs), the field has increasingly
moved toward zero-shot and few-shot prompting.
However, despite the growing interest in this topic, the
majority of evaluations of LLMs used in text classifica-
tion tasks are limited only to English (Sun et al., 2023;
Zhang et al., 2025; Kostina et al., 2025; Zhao et al.,
2024).

In this work, we evaluate the performance of current
language models in South Slavic languages, where re-
search on text classification tasks included in our study
has, until recently, been limited or even non-existent
(Kuzman & Ljubesi¢, 2023; Mochtak et al., 2024; Kuz-
man & Ljubesi¢, 2025). We compare traditional non-
neural machine learning methods, fine-tuned BERT-like
models, and a range of open-source and closed-source
LLMs across three tasks: sentiment identification in
parliamentary speeches, news topic classification, and
genre identification in web texts.

2 BENCHMARKING DATASETS

The topic classification task is evaluated on the Croatian
and Slovenian IPTC test datasets (Kuzman & Ljubesic,
2025) (around 300 text instances per language), manu-
ally annotated with 17 topic labels from the top level of
the IPTC NewsCodes Media Topic hierarchical schema
(IPTC, n.d.). For sentiment annotation, we use the
freely-available Bosnian, Croatian, English, and Serbian
ParlaSent sentiment identification datasets (Mochtak et
al., 2024, 2023) (190 to 2600 instances per language),
labelled with 3 categories. In addition, models are eval-
uated on the Croatian, English, Macedonian, and Slove-
nian GINCO genre datasets (Kuzman et al., 2023) (80
to 270 instances per language), annotated with 8 genre

labels. To prevent large language models from incorpo-
rating the test datasets during their training phase, the
test datasets are not publicly available, except for the
ParlaSent datasets. Access to other datasets is granted
on request from the authors of this contribution.

3 METHODOLOGY

We evaluate the main machine learning approaches
that have recently been used for our selection of text
classification tasks. We focus on the comparison be-
tween the freely available fine-tuned BERT-like mod-
els — the XLM-R-ParlaSent (Mochtak et al., 2024) model
for sentiment identification in parliamentary texts, the
X-GENRE classifier (Kuzman et al., 2023; Kuzman &
Ljubesi¢, 2024) for automatic genre identification, and
the IPTC News Topic classifier (Kuzman & LjubeSic,
2025) for news topic classification — the open-source
and closed-source LLMs, and the traditional non-neural
machine learning methods, namely the Naive Bayes
classifier and support vector machines (SVMs). Our
selection of LLMs includes closed-source OpenAl GPT
models, that is, the GPT-3.5-Turbo (gpt-3.5-turbo-
0125) (OpenAl, 2023), GPT-40 (gpt-40-2024-08-06)
(OpenAl, 2024b) and the GPT-4o-mini (gpt-40-mini-
2024-07-18) (OpenAl, 2024a); and three open-source
models, namely, the Meta LLaMA 3.3 model (Meta,
2024), the Gemma 3 model (Gemma Team et al., 2025)
and the DeepSeek-R1-Distill model (Guo et al., 2025)
(DeepSeek-R1-Distill-Qwen-14B). All instruction-tuned
large language models are used in a zero-shot prompt-
ing setup, meaning that they receive only a task descrip-
tion and label definitions. The code for the model eval-
uation, including the prompts, and analysis of the re-
sults are published at https://github.com/Tajakuzman/
Benchmarking-Text-Classification-on-South-Slavic.
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Figure 1: Micro-F1 and macro-F1 scores across models and
languages on the sentiment classification test datasets.
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Figure 2: Micro-F1 and macro-F1 scores across models and
languages on the automatic genre identification test datasets.
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4 RESULTS AND DISCUSSION

Our results show that Transformer-based language
models consistently outperform traditional non-neural
machine learning methods. The latter fail to deliver sat-
isfactory results on all selected text classification tasks.
More precisely, the Naive Bayes classifier and the SVM
yield results below 0.50 in both micro-F1 and macro-
F1 across all tasks, which renders them ineffective for
reliable classification in these tasks. In addition to the
relatively simplistic architectures of these two machine
learning methods, their poor performance might also be
attributed to the fact that they were trained on multilin-
gual datasets, which introduces noise in vocabulary that
is used to generate numerical representations on which
these models are trained. They are less capable of an
effective generalisation when faced with linguistically
diverse input, which more sophisticated Transformer-

Figure 3: Micro-F1 and macro-F1 scores across models and
languages on the news topic test datasets.
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based models handle better due to their contextual em-
beddings and deep learning capabilities.

When comparing the fine-tuned BERT-like models
with the large language models (LLMs), a consistent pat-
tern emerges across all three tasks: LLMs, especially
GPT-40 (OpenAl, 2024b), demonstrate strong zero-shot
performance, often matching or surpassing fine-tuned
BERT-like models. The best large language models,
used through prompting, achieve micro-F1 and macro-
F1 scores between 0.72 and 0.78 on sentiment identi-
fication (see Figure 1), between 0.70 and 0.80 on genre
identification (Figure 2), and 0.77 on topic classification
(Figure 3). On sentiment identification task, we find that
both open-source and closed-source LLMs achieve per-
formance that is comparable or even higher to that of a
fine-tuned BERT-like model trained on a large manually-
annotated sentiment dataset. In contrast, fine-tuned
BERT-like models outperform most LLMs on automatic
genre identification and topic classification tasks. These
tasks depend on predefined label sets based on specific
guidelines, and the strong performance of fine-tuned
BERT-like models indicates that domain-specific fine-
tuning on labelled data still offers an advantage over the
general knowledge leveraged by LLMs models in zero-
shot settings.

Additional disadvantage of the large language mod-
els is that they are significantly more computationally
expensive than fine-tuned BERT-like models, and when
accessed via an API, they also tend to be more costly. In
this regard, fine-tuned BERT-like models offer a key ad-
vantage because of their lower computational and finan-
cial requirements. In addition, they can be trained on
LLM-annotated data using the recently introduced LLM
teacher-student paradigm (Kuzman & Ljubesi¢, 2025),
which considerably reduces the effort needed to de-
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Table 1: Comparison of model performance on sentiment
identification on English and South Slavic languages, using av-
eraged macro-F1 scores obtained on South Slavic datasets
(Bosnian, Croatian, Serbian).

Model English | South Slavic
GPT-40 0.771 0.732
Gemma 3 0.768 0.718
LLaMA 3.3 0.749 0.698
GPT-40-mini 0.733 0.654
GPT-3.5-Turbo 0.700 0.633
DeepSeek-R1-Distill | 0.617 0.587

velop task-specific models. Another limitation of LLMs,
as revealed by the experiments, is their occasional de-
viation from the defined label set.

The sentiment identification test data comprise
datasets in South Slavic languages and English that
were constructed with the same methodology. Thus,
they also allow for a comparison of the performance
of LLMs on English, a highly resourced language, with
South Slavic languages, which are significantly less
represented in the pretraining and instruction-tuning
datasets used to develop LLMs. We find that LLMs
perform better on the English dataset, but the differ-
ences in macro-F1 scores are relatively small, ranging
from 3 to 8 points (see Table 1). Interestingly, even
the open-source LLaMA 3.3 model (Meta, 2024), which
is reported to support only eight languages, which do
not include South Slavic languages, does not exhibit
a significant performance drop when applied to South
Slavic languages compared to English.

5 CONCLUSION AND FURTHER WORK

In this work, we evaluated how well current machine
learning technologies handle text classification tasks
in South Slavic languages. Our results show that
Transformer-based models, i.e., the fine-tuned BERT-
like models and the instruction-tuned decoder-only
large language models (LLMs), clearly outperform tra-
ditional non-neural methods that were commonly used
before the emergence of Transformers. The LLMs used
with prompting, where only a brief task description and
labels are provided, achieve strong results in all tasks
and languages, particularly the closed-source GPT-40
model. Their performance is comparable to that of fine-
tuned BERT-like models specialised for the tasks. In-
terestingly, LLMs perform similarly in English and South
Slavic languages, with only minor drops in micro-F1 and
macro-F1 scores. This suggests that the gap in multi-
lingual performance is smaller than expected, even for
open-source models not explicitly dedicated to these
languages.

This study represents only an initial step to system-
atically benchmark text classification performance in
South Slavic languages. Although our evaluation in-
cludes three diverse classification tasks, some of the
test datasets remain relatively small. Future work will
aim to increase dataset sizes, include more South Slavic
languages and dialects, and introduce additional classi-
fication tasks. As new large language models continue
to emerge rapidly, it will also be important to establish
ongoing evaluations to track whether their performance
continues to improve, particularly on South Slavic lan-
guages.
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