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This paper presents an investigation of acoustic features and their relation to sentiment in Croatian parliamentary
speeches. While most sentiment analysis research focuses on the sentiment prediction task and its evaluation, we
examine the underlying relationships between acoustic characteristics and the expression of sentiment in formal political
discourse. Using a large corpus of Croatian parliamentary recordings, we employ speaker-level averaging and paired test-
ing, as well as text-based ground truth labeling to ensure acoustic features do not influence the sentiment classification.
Our analysis reveals distinct acoustic patterns between positive and negative sentiment, with fundamental frequency
(F0) demonstrating the strongest association, followed by intensity. Both features show increased values in association
with negative sentiment compared to positive. Likewise, in the temporal domain, the syllable-based speech ratemeasure
that excludes pauses showed a moderately strong effect, indicating slightly faster speech in negative sentiment. Higher
F2 and F3 formants show modest associations with positive sentiment, potentially reflecting vocabulary differences.
These preliminary findings contribute to the theoretical understanding of acoustic correlates of sentiment in formal
speech contexts and establish a methodological framework for future cross-linguistic studies in various Slavic languages.
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1 OVERVIEW

1.1 Introduction

Sentiment analysis, the computational study of emo-
tional tone and attitudes in communication, has evolved
from simple lexicon-based approaches to sophisticated
machine learning models. While text-based sentiment
analysis has received extensive attention, the acoustic
dimensions of emotional expression in speech remain
underexplored.
Sentiment in speechmanifests through acoustic prop-

erties includingprosodic features (pitch, rhythm, stress),
temporal characteristics (speech rate, pauses), and
voice quality measures (jitter, shimmer). However,
acoustic feature research has primarily focused on pre-
diction tasks rather than understanding the underlying
relationships between specific features and emotional
expression.
Parliamentary speech represents a unique corpus

characterized by formal register, political content, and
structured discourse patterns. Political communication
often involves strong emotional expressions within insti-
tutional constraints, making it an ideal domain for inves-
tigating acoustic-sentiment relationships and address-
ing the fundamental gap in our understanding of how
sentiment is acoustically expressed in formal political
discourse.

In this paper, we present the first systematic inves-
tigation of acoustic features and sentiment in Croatian
parliamentary speech. Using speaker-level analysis and
text-based ground truth labeling, we identify distinct
acoustic patterns associated with positive and negative
sentiment, with F0 and intensity emerging as the most
influential features.

1.2 Related Work

Researchers concentrated on deriving information di-
rectly from the speech signal by separately analyzing
prosodic, spectral, cepstral, temporal and voice quality
dimensions in order to investigate their relationship to
sentiment (Rong et al., 2009; Hassan, 2012; Mairesse
et al., 2012; Zovato et al., 2019; Kamiloğlu et al., 2020).
Prosodic features are the most commonly used set

of features. These include the fundamental frequency
(F0 or pitch) and its various derivatives (such as mean,
range, variability, and contour shape). Contradicto-
rily, Charfuelan and Schröder (2012) claim that there
is no correlation at all between F0 contour features
and sentiment, while Mairesse et al. (2012) found
that negative sentiment is associated with flatter pitch
(smaller range and lower variability), while positive sen-
timent is associatedwith steep pitch drops. The authors
also show that 40% of relevant prosodic cues occur in
the last 5 seconds of speech. Kamiloğlu et al. (2020)
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state that speech with positive sentiment has a higher
and more variable F0. In addition to pitch, intensity
measures—such as energy and loudness contours—may
play an important role by capturing how forcefully ames-
sage is delivered, influencing the sentiment. Kamiloğlu
et al. (2020) find that happy voices are generally louder
with considerable variability in loudness.
Spectral and cepstral features constitute another

critical category. Mel-Frequency Cepstral Coefficients
(MFCCs) are widely used to represent the short-term
spectral shape of speech. Their effectiveness in emo-
tion recognition stems from their ability to capture sub-
tle changes in the vocal tract configuration, which are al-
tered by emotional state. While MFCC features are com-
monly employed in modeling speech for sentiment pre-
diction purposes, their use for understanding the rela-
tionship between sentiment and acoustics remains very
limited. Additionally, formant frequencies (especially F1
and F2) and other spectral descriptors such as spectral
centroid, spectral slope, spectral tilt and energy distribu-
tion across frequency bands provide further detail about
the voice’s timbre and resonant characteristics thatmay
change with sentiment (Hassan, 2012).
Voice quality features add yet another layer of infor-

mation. Parameters like jitter (cycle to cycle variations
in F0), shimmer (cycle to cycle variations in energy), and
harmonic-to-noise ratio (HNR) quantify micro-prosodic
fluctuations in pitch and amplitude, reflecting the sta-
bility or irregularity of vocal fold vibrations (Varošanec-
Škarić, 2005; Hassan, 2012). Jitter and glottal flow (re-
flected in measures such as spectral tilt and, by exten-
sion, shimmer) are suggested to trend positively with
negative emotions (Ozdas et al., 2004).
Duration-related (temporal) features may also be a

factor in sentiment expression. These features, which
include speech rate and the lengths of phonetic seg-
ments, capture temporal aspects of speech that may be
modulated by emotional state (Hassan, 2012).
Such features are considered to be Low Level Descrip-

tors (LLDs) of acoustic signals, as they only describe
speech at the signal level.
While the aforementioned features have been exten-

sively studied, most research in this domain has fo-
cused on acoustic-lexical fusion approaches rather than
exploring the direct relationship between acoustic fea-
tures and sentiment. Rozgić et al. (2012) and Kaushik
et al. (2013) share the same approach of fusing acous-
tic features with lexical features extracted from auto-
matic speech recognition (ASR) output to interpret emo-
tion and sentiment respectively. Acoustic features in-
clude the segmental MFCC as well as low-level feature
descriptors. Similarly, Pérez-Rosas et al. (2013) ex-

Figure 1: Average population trend change of F0 by sentiment.

plore sentiment identificationwith the joint use of acous-
tic and linguistic, as well as visual modalities. For the
acoustic modality, they chose to extract prosodic and
spectral (MFCC) features, along with voice probabilities
that represent an estimate of the percentage of voiced
and unvoiced energy in the speech. They report an ac-
curacy on the utterance-level of about 71% (linguistic
modality) and65% (acousticmodality), while combining
the two yielded about 73% accuracy.
Li et al. (2019) explore sentiment analysis in customer

service calls, applying the OpenSMILE toolkit (Eyben et
al., 2010) on the utterance level to extract 988 acousti-
cal features, notably intensity, loudness, F0 and MFCCs.
For each feature, they compute functionals such as
min/max value, mean, standard deviation, kurtosis and
skewness. The authors conclude how both acoustic-
prosodic and lexical modeling is required for best re-
sults. They also note how lexical cues outperformacous-
tic cues for positive sentiment, while the reverse is true
for negative sentiment.
A common limitation across these studies is that

many authors extract features specifically for automatic
classification, meaning no trends between acoustical
features and sentiment were explored (Hassan, 2012;
Charfuelan & Schröder, 2012; Bertero et al., 2016; Zo-
vato et al., 2019). In many of these studies, the raw
features are further encapsulated through statistical ag-
gregations (mean values, standard deviations, ranges,
percentiles, slopes, and regression coefficients) over en-
tire utterances or dialogue turns. This statistical framing
of the acoustical data enhances the robustness of the
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correlations between these explicit measures and per-
ceived sentiment without requiring modern neural net-
work architectures.
However, the robustness of acoustic-sentiment cor-

relations remains questionable. LLDs usually process
an acoustic signal with frames that range from 20ms to
40ms, where the statistical properties of the signal are
considered to be stationary. Yet, an experiment on sen-
timent detection shows that acoustic representations,
particularly low-level descriptors (LLDs), do not per-
formwell in classifying sentiment values for expressions
across different noisy environments and spontaneous
speech, at least within the CMU-MOSEI dataset (Samir,
2023). This suggests that there are no robust acous-
tical correlates to sentiment, especially in naturalistic
speech.
Despite these challenges, the potential for acoustic

features to capture sentiment-related information re-
mains an open question, particularly in domain-specific
contexts such as parliamentary speech, where the for-
mal register and structured speaking patternsmay yield
more consistent acoustic-sentiment relationships than
found in general conversational speech.

2 CONTRIBUTION AND HYPOTHESES

This paper presents an exploration of the relationship
between acoustic features and semantic sentiment in
parliamentary speech. To our knowledge, this is the first
study to investigate such trends and associations in this
domain. It is also the first study of this kind focused on
the Croatian language.
Whilemost relatedwork in speech sentiment analysis

is oriented toward optimizing prediction performance—
including both classical feature-based approaches and
modern end-to-end deep learning methods—our study
takes a fundamentally different approach. Rather than
treating acoustic features as means to an end for clas-
sification, we investigate them as the primary object of
study to understand what acoustic differences exist be-
tween sentiment categories and how they manifest in
formal political discourse.
Our contributions can be summarized as follows:

1. Methodologically clean sentiment labels: Our
sentiment response variable, although automat-
ically assigned, is based on predictions on text
transcripts only, ensuring that acoustic features
could not have been taken into account in the
sentiment annotation process. This separa-
tion is critical for establishing genuine acoustic-
sentiment associations.

2. Robust statistical framework: We perform our
analysis on a large data collection, perform-

ing speaker-level averaging and paired testing,
thereby controlling for individual speaker varia-
tion and reducing noise from automatic labeling.

3. Replicable framework: While we perform our
analysis on a Croatian dataset, the method-
ological framework that we set up here will
allow for comparable analysis of other Par-
laSpeech datasets, currently available also in
Serbian, Czech and Polish, enabling future
cross-linguistic studies.

4. Complementary to prediction research: Unlike
end-to-end approaches optimized for classifi-
cation accuracy, our explicit feature analysis
provides interpretable insights into the acoustic
structure of sentiment expression, contributing
to theoretical understanding rather than system
performance.

Our work is deliberately exploratory rather than pre-
dictive. We acknowledge that end-to-end models may
achieve superior classification performance, but they
cannot reveal which acoustic dimensions—pitch, inten-
sity, speech rate, voice quality—systematically vary with
sentiment. Our findings establish acoustic baselines
that can inform futurework in cross-linguistic sentiment
analysis, speaker verification under emotional variation,
and theoretical models of prosodic affect signaling.
Given the aforementioned considerations, we at-

tempt to find acoustical trends, specifically LLDs, that
may describe notable differences between positive and
negative sentiment in speech. To do so, we make the
following hypotheses:
• H1: Positive and negative sentiment utterances ex-
hibit distinct acoustic (prosodic, spectral, voice qual-
ity and temporal) features.

• H2: Acoustic features differ between male and fe-
male speakers across sentiment categories.
With this, we set up our research primarily as an ex-

ploratory study with the aim of developing more nu-
anced questions in the next iterations of our research.

3 DATA AND METHODOLOGY

3.1 Dataset

The ParlaSent model1 (Mochtak et al., 2023) was used
to infer the sentiment of the Croatian Parliamentary pro-
ceedings, specifically the ParlaSpeechHR-v32 enriched
speech corpus. It is important to note that the corpus
is representative of only parliamentary speech, in other
words, public speech of professional speakers in politi-
cal discourse.
1https://huggingface.co/classla/xlm-r-parlasent
2https://clarinsi.github.io/parlaspeech/

28   ReLDI 2025 Main



3.2 Data Filtering

While the ParlaSpeech corpus is extensive, some filter-
ing is required. All entries (utterances) lacking senti-
ment, Kaldi forced alignment and/or speaker informa-
tion are dropped.
Only utterances which have a ”Positive” or ”Negative”

value in the six-level sentiment schema are kept. With
this we drop any entry from the middle of the senti-
ment spectrum, as this represents a first insight in the
phenomenon of interest. This filtering reduces the full
dataset of around 922k to about 306k entries.
Furthermore, all utterances shorter than 10 words

and longer than 40 words are also removed. This fil-
tration step is deemed necessary due to possibly er-
roneous sentiment labels in extremely short and ex-
tremely long utterances. This reduces the dataset to
about 200k entries.
Finally, for pair-wise testing, all speakers that have

less than 50 utterances in both positive and negative
sentiment are removed. This reduces the number of
speakers from 481 to 208, and the dataset to 137k en-
tries.
The final distribution of utterances by sentiment and

gender can be found in Table 1.

Table 1: Eligible Speakers and Sentiment Samples by Gender
Gender # Spkrs Pos Neg
Male (M) 149 31,868 105,844
Female (F) 59 11,925 31,166
Total 208 43,793 137,010

3.3 Investigated Features

Based on findings from previous research, we extract a
comprehensive set of prosodic, spectral, voice quality
and temporal features. Feature extraction is performed
using three complementary tools: Praat (Boersma
& Weenink, 2001) and OpenSMILE’s feature extrac-
tors GeMAPS (Eyben et al., 2015) and ComParE
2016 (Schuller et al., 2016). To ensure robust feature
representation, all features are initially computed at the
word level (words_align for HR and RS, words for CZ and
PL) by calculating the median of non-zero values, which
are subsequently averaged across the entire utterance
to produce a single representative value per feature.
Prosodic: Pitch (F0) is measured in Hertz (Hz) and in-

tensity in decibels (dB).
Spectral: The first three formants (F1, F2, F3) in Hz.
Voice quality: Jitter is measured as local jitter (cycle-

to-cycle pitch variation, in %), and as smoothed jit-
ter over 3 cycles (rap, in %). Shimmer is expressed
both as local shimmer (cycle-to-cycle amplitude varia-

tion, in %) and in decibels (dB), with averaged shimmer
(apq11) capturing smoothed variation over 11 cycles (in
%). Harmonic-to-noise ratio (HNR) reflects the ratio of
periodic to noise energy in the voice.
Temporal: Speech rate is expressed as the number

of syllables per total duration, or syllables per duration
excluding pauses (np). Word-based ratemeasureswere
considered as well, but were finally removed from the
study due to reasons discussed in the results section.
Feature units vary slightly depending on the extrac-

tion tool. In GeMAPS, F0 is returned in semitones rather
than Hz. In ComParE, intensity is reported as root mean
square (RMS) energywithout explicit units, and jitter and
shimmer are expressed in seconds rather than percent-
ages.
For the speech rate, the number of syllables is defined

as the number of vowels /a, e, i, o, u/, including syllabic
/r/ where valid.

3.4 Statistical methodology

To assess statistical significance, non-parametric tests
from thePython scipy.stats (Virtanenet al., 2020) library
are used.
Mann-Whitney’s U Test is deployed on Population and

Gender to check whether there’s a statistically signifi-
cant difference in the selected acoustic feature between
utterances of positive and negative sentiment. To check
for effect size, theMann-Whitney U statistic is converted
to the Rank-Biserial Correlation (RBC). A positive value
correlates the acoustic feature to positive sentiment,
while a negative value to negative sentiment.
However, since a varying amount of utterances be-

long to individual speakers, the Wilcoxon Signed-Rank
Test and its RBC are deployed on Paired-Speaker. Each
speaker’s positive and negative utterances are first av-
eraged separately. The paired averages are then com-
pared to see whether individual speakers consistently
change their acoustic features when expressing differ-
ent sentiments. This controls for individual speaker dif-
ferences and tests if the same person sounds different
in positive versus negative sentiment.

4 RESULTS AND DISCUSSION

Our findings reveal distinct acoustic patterns between
positive and negative sentiment in Croatian parliamen-
tary speech as shown in Table 2. The speaker-level aver-
aging approach demonstrates stronger associations be-
tween specific acoustic variables and sentiment, provid-
ing a legitimate view for understanding underlying rela-
tionships. While this methodology would not be feasi-
ble for practical prediction purposes, it effectively illumi-
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nates the acoustic characteristics of sentiment in formal
political discourse.
F0 (pitch) emerges as the strongest predictor of senti-

mentwith the highest effect size (see Figure 1), followed
by intensity, jitter and speech rate (see Appendix 5).
This suggests that pitch variations play a crucial role in
conveying emotional content in parliamentary speech.
Our results demonstrate consistency across all three

feature extraction tools. Praat and OpenSMILE show
comparable performance for pitch, intensity and jitter
measurements. Jitter consistently correlates with nega-
tive sentiment, while increased shimmer is associated
with positive sentiment, regardless of the extraction
method. Even so, the voice quality features (jitter, shim-
mer and HNR) should be taken with some reserve, due
to variations in recording conditions and other possible
contributing noise.
The formant analysis reveals that higher F2 and F3

frequencies demonstratemodest associations with pos-
itive sentiment. A vowel frequency analysis shows that
both male and female speakers in the corpus share the
same vowel usage (/a/ 26.9%, /e/ 18.5%, /i/ 22.5%, /o/
23.0% and /u/ 9.1%) across both sentiments, suggest-
ing that the observed effects on F2 and F3 are proba-
bly due to acoustic sentiment trends, not lexicon trends.
However, future work should control for both vowel and
lexicon, and even articulation.
Our temporal feature analysis highlights the impor-

tance of discarding pauses when calculating speech
rate. The syllable speech rate excluding pauses (si-
lence) shows a higher effect size than the syllable
speech rate including pauses. This opens up another
temporal feature set around use of pause in speech, but
we leave this direction for future work.
Word-based speech rate yielded even a large effect

size, twice-as-high as the syllable-based one, and for
the reason of this significant deviation, we performed
additional investigations. In the end we identified the
trend that speakers use shorter words on average in
negative context, which increased word-based speech
rate measures in negative contexts, and pumped up the
speech rate effect size. Given this finding, we removed
the word-based speech rate from our study due to the
obvious lexicon-based confounder.
Future work should also investigate the impact of

pauses and variation in speech rate, as our current anal-
ysis focuses on averaged measures only.
In the Appendix 5 we also plot gender-specific dis-

tributions. Most notably, while both male and female
speakers had approximately the sameF0 absolute value
increase from positive to negative sentiment of about

11 Hz, the relative increase in F0 is 9.4% for men, but
only 5.4% for women (Appendix Figure 2).
On the other hand, women show an on-average in-

crease in intensity of 1.98 dB when communicating neg-
ative content, while for men this increase is of only
0.56 dB (Appendix Figure 3).
Another striking difference between genders can be

observed in the speech rate, where men pronounce 1.2
syllables less per minute when communicating negative
content, while women pronounce 10.2 syllables more
per minute for the same sentiment. However, women
tend to have a slightly slower average speech rate than
men (Appendix Figure 5).

4.1 Limitations

Our ground truth sentiment labels rely on automatic sen-
timent classification of text transcripts, whichmay intro-
duce classification errors. However, speaker-level av-
eraging across 50+ utterances per sentiment category
substantially mitigates the impact of individual misclas-
sifications on our observed trends.
The focus on Croatian parliamentary speech limits di-

rect generalizability to other languages and discourse
contexts. However, our methodological framework is
designed for cross-linguistic replication across the Par-
laSpeech dataset collection (Croatian, Serbian, Czech,
Polish).
Our exploratory approach prioritizes interpretability

over prediction performance. We deliberately focus
on explicit acoustic features rather than end-to-end
learned representations, reflecting our research goal of
understanding how sentiment is expressed acoustically
rather than maximizing prediction metrics.

5 CONCLUSION

This paper presents a study of the dependence of
prosodic, temporal and voice quality acoustic features
on the semantic sentiment expressed in utterances of
Croatian parliamentary debates. To the best of our
knowledge, this study presents the first focused analy-
sis of the sentiment phenomenon as most related stud-
ies explore these features just in the sentiment predic-
tion task.
Our results show a series of interesting findings. First,

the strongest factor shows to be F0. When averaged per
speaker, it shows an extremely high effect size (RBC)
of -0.994. This effect size shows that most of the 208
inspected speakers have a higher average pitch when
communicating negative content than when communi-
cating positive content. High effect sizes and same di-
rections can be further observed for intensity and jitter.
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Bothmale and female speakers share the same acoustic
trends, albeit to varying degree.
While the findings may not significantly impact senti-

ment prediction performance, we consider them crucial
for beginning to understand the relationship between
acoustic features and sentiment in speech, a severely
understudied area of research.
We consider this exploratory study to be just the first

step in our explorations of sentiment in political commu-
nication, and speech in general.
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APPENDIX: POPULATION- AND SPEAKER-LEVEL PLOTS

Figure 2: Fundamental Frequency (F0) Average Analysis - Praat-based Extraction

1) Change of F0 average in positive and negative Population Sentiment (ΔF0): Shows the distribution of F0 average
changes across positive and negative sentiment conditions.
2) Paired speaker analysis: Displays n speakers with corresponding p-value and RBC (Rank-Biserial Correlation). The

diagonal line indicates expected values, with data points representing averaged speakers who produced both positive and
negative speech (n speakers total). Points are colored orange if the speaker is dominant in positive sentiment and blue if
dominant in negative sentiment.
3) Male (M) gender analysis: Shows the identical change of F0 average as in plot 1, but specifically for male speakers.
4) Female (F) gender analysis: Shows the identical change of F0 average as in plot 1, but specifically for female speakers.
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Figure 3: Intensity Average Analysis - Praat-based Extraction

1) Change of Intensity average in positive and negative Population Sentiment (ΔIntens): Shows the distribution of
intensity average changes across positive and negative sentiment conditions.
2) Paired speaker analysis: Displays n speakers with corresponding p-value and RBC (Rank-Biserial Correlation). The

diagonal line indicates expected values, with data points representing averaged speakers who produced both positive and
negative speech (n speakers total). Points are colored orange if the speaker is dominant in positive sentiment and blue if
dominant in negative sentiment.
3) Male (M) gender analysis: Shows the identical change of F0 average as in plot 1, but specifically for male speakers.
4) Female (F) gender analysis: Shows the identical change of F0 average as in plot 1, but specifically for female speakers.

34   ReLDI 2025 Main



Figure 4: Jitter Average Analysis - Praat-based Extraction

Note: Mean of medians was used for statistical calculations, due to median of medians showing no change.
1) Change of Jitter average in positive and negative Population Sentiment (ΔJitter): Shows the distribution of jitter

average changes across positive and negative sentiment conditions.
2) Paired speaker analysis: Displays n speakers with corresponding p-value and RBC (Rank-Biserial Correlation). The

diagonal line indicates expected values, with data points representing averaged speakers who produced both positive and
negative speech (n speakers total). Points are colored orange if the speaker is dominant in positive sentiment and blue if
dominant in negative sentiment.
3) Male (M) gender analysis: Shows the identical change of F0 average as in plot 1, but specifically for male speakers.
4) Female (F) gender analysis: Shows the identical change of F0 average as in plot 1, but specifically for female speakers.
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