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This paper presents a preliminary evaluation and analysis of a method for explainable linguistic variety classification ap-
plied to Bosnian, Croatian, Montenegrin, and Serbian. Neural models have become the de-facto standard for most NLP
tasks and applications, but the factors influencing their predictions remain to a large extent opaque. Using Twitter data,
we aim to detect the linguistic features that contribute most to the classification decisions and conduct an extensive man-
ual analysis of these features. The results show that the global model behaviour of neural classifiers aligns with existing
knowledge about variation in these varieties, although the models struggle to identify features specific to a single vari-
ety, especially in the case of Bosnian and Montenegrin. Overall, the paper showcases the applicability of the examined
explainability method in sociolinguistic contexts characterized by complex variation patterns, thereby demonstrating the
interest of explainable machine learning methods for corpus-based variation research.
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1 INTRODUCTION

This paper presents an initial evaluation and analysis
of explainable classification of linguistic varieties for
Bosnian, Croatian, Montenegrin, and Serbian (BCMS).
During ex-Yugoslavia, these varieties were considered
as belonging to the same standard language (typically
referred to as Croato-Serbian or Serbo-Croatian). Since
the end of Yugoslavia in the 1990s, national standards
have emerged. The status of these varieties with re-
spect to each other is frequently discussed and often
understood in academic circles as pertaining to iden-
tity construction (Alexander, 2013). And while they are
mutually intelligible, differences exist (LjubeSi¢ et al.,
2018). This situation makes BCMS a prime candidate
for work on distinguishing between similar languages,
as attested by its regular presence in the VarDial shared
tasks since their very first iteration in 2014 (Zampieri et
al., 2014, 2015; Malmasi et al., 2016; Zampieri et al.,
2017; Chifu et al., 2024).

Indeed, language identification, and in particular the
discrimination between closely related language vari-
eties, has been a relatively well researched topic in re-
cent years (Jauhiainen et al.,, 2019). However, most
work has aimed at improving classification accuracy and
at making the experimental setup as realistic as possi-
ble, while comparatively less effort has gone into ana-
lyzing which features contribute most to the model pre-
dictions. Yet such an analysis is relevant both from an
NLP point of view, as it increases model interpretability,
and from a linguistic point of view, as it can provide new

Figure 1: Bosnia and Herzegovina, Croatia, Montenegro, Ser-
bia and neighbouring countries. Map data ©2023 GeoBasis-
DE/BKG (©2009), Google.
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insights on how language varies across regions. This is
particularly relevant for BCMS: descriptions of the lin-
guistic variation exist, but empirical corpus-based work
is still sparse (Ljubesi¢ et al., 2018; Mileti¢ & Miletic,
2024).

Although the advent of quantitative, corpus-based
methods has enabled linguists to obtain relatively objec-
tive, high-level classifications of linguistic areas, trac-
ing back these classifications to individual features (e.g.,
words) has proven challenging (Leinonen, 2008; Eisen-
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stein et al., 2010; Hovy & Purschke, 2018; Kuparinen
& Scherrer, 2024). To answer this challenge, we draw
on the growing list of work in interpretability and ex-
plainability in machine learning, and in particular on ex-
plainable dialect classification (Xie et al., 2024). We use
these methods to extract the most relevant features for
each variety from trained classifiers. We then conduct
an extensive manual analysis of these features, classi-
fying them according to the level of linguistic structure
concerned by the variation (phonetics, morphology, lex-
icon, etc.). This allows us to examine the relationship
between different feature categories and individual va-
rieties, making it possible to compare model behaviour
to the results from previous empirical studies on varia-
tion in BCMS.1

2 RELATED WORK
2.1 BCMS and variation

Linguistic variation between Bosnian, Croatian, Mon-
tenegrin and Serbian concerns all levels of linguistic
structure: phonetic, phonological, morpho-syntactic,
and lexical, and even orthographic conventions can
vary. LjubeSi¢ et al. (2018) conducted a corpus-based
study of BCMS in which they examined the geographi-
cal spread of 16 linguistic variables on phonetic, mor-
phosyntactic and lexical levels. The results situate Croa-
tian and Serbian at the opposing ends of the continuum,
whereas Bosnian and Montenegrin tend to align with the
one or the other depending on the variable.

Variation illustrations are provided in Figure 2 (ex-
tracted from the corpus used in this study; see Sec-
tion 3). The lexical item sevap ‘good deed’ is typical of
Bosnian, and the grapheme $ is only used in Montene-
grin. Other features can have an asymmetrical spread:
the short form of the infinitive nasutat’ ‘to kick’ in the
Bosnian example is also found in Croatian and Montene-
grin, whereas for Serbian the long form nasutati would
be expected (Ljubesi¢ et al., 2018, p. 18-19). This is
also the case for the most salient form of variation be-
tween these varieties: the difference between the eka-
vian and the ijekavian pronunciation, reflected by the
e:ije variation. Serbian is the only of the four national
standards based on both pronunciations. Therefore the
presence of an ekavian form would be strongly indicative
of Serbian. This is instantiated in the word svet ‘world’ in
the Serbian example; in Bosnian, Croatian and Montene-
grin, the ijekavian equivalent svijet would be expected as
more frequent (Ljubesi¢ et al., 2018, p. 18).

Ljubesic et al. (2018) also note the asymmetry in the
spread of different variables, which can make some

10ur data and code is available at https://github.com/Helsinki-NLP/
explainable-bcms-classification

Figure 2: Examples of distinctive features for language vari-
ety identification. The coloured characters and words indi-
cate features that are specific to the variety in parentheses.
Red: morphological; blue: phonetic/phonological; violet: lexi-
cal; green: spelling; orange: named entities.

Bosnian:
Neke osobe je sevap nasutat’
‘It’s a good deed to kick certain people’
Croatian:
"”to je nogomet” um ne, to nije vidlo n od nogometa
“that’s football” um no, not even close’
Montenegrin:
A kako sutraima da pane jedna ¢etvorka iz biologije!
‘T'm so getting a B in biology tomorrow!’
Serbian:
je svet, a?
‘belrade is the world, huh?’

of the four varieties harder to identify than others.
This seems to be the case both for humans and for
NLP systems. Mileti¢ and Mileti¢ (2024) report higher
levels of human annotator uncertainty when identify-
ing instances from Bosnia-Herzegovina and Montene-
gro compared to Croatia and Serbia. And Rupnik et al.
(2023) note that their classifiers perform well on Ser-
bian (1.0 micro F1) and Croatian (0.83), but the results
are lower on Bosnian (0.75-0.80), and they drop signif-
icantly on Montenegrin (0.10-0.36).
In this light, our experiments aim to answer the fol-
lowing questions:
» How easy/hard is it to identify features relevant for
different varieties with our approach?
 Is it possible to identify features that are uniquely
relevant to a single variety?
» Dothe examined models rely on all levels of variation
equally or do they favour some of them?

2.2 Explainable classification of linguistic varieties

The ever widening use of neural network-based archi-
tectures and large language models in NLP has led to an
increasing need for transparency and understandabil-
ity of these models. Initial work included building an
interpretable model around the prediction model in or-
der to provide insights into classifier predictions (Ribeiro
et al., 2016), introducing representation erasure (Li et
al., 2017), and examining the role of convolutional neu-
ral network filters (Jacovi et al., 2018). Belinkov et
al. (2020) proposed a categorization of explainability
research including the following categories: classifier
probing, behavioural studies, test suite development,
and interactive visualization creation.
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Two recent papers specifically explore the idea of ap-
plying methods from explainability research to linguis-
tic variety classification. Rénnqvist et al. (2022) focus
on the task of identifying registers in web texts and au-
tomatically extracting the most characteristic keywords
of each register. They train an XLM-R classifier on the
register identification task and use the Integrated Gra-
dients (IG) method (Sundararajan et al., 2017) to de-
termine which individual words contribute most to the
classification. The extracted keywords are then aggre-
gated over instances and over several independent runs.
Xie et al. (2024) work with binary dialect identifica-
tion tasks: Mainland vs. Taiwan Mandarin and Sicilian
vs. Italian. They use a different explainability method
called leave-one-out (LOO). Just like IG, LOO is a post-
hoc approach, i.e., it operates at inference time, on a
normally trained dialect classification model. It works
by removing one feature at a time from the input and in-
terpreting the change in prediction probability as a rele-
vance score of that particular feature.

In this work, we adopt the LOO method for the follow-
ing reasons:

« The logic behind the approach is transparent and it
aligns with the expectation that more distinctive fea-
tures should have a stronger impact on the classifier;

« The methodology was reasonably well documented
and straightforward to implement;

» The output is readily interpretable by human anno-
tators.

3 DATASET

As mentioned above, the socio-linguistic reality of BCMS
is complex. As a quick illustration, in the 2023 Mon-
tenegro census, 43.2% of citizens identified as speak-
ers of Serbian, 34.5% as speakers of Montenegrin, and
7.3% as speakers of Bosnian.? And in the 2013 Bosnia-
Herzegovina census, 52.9% of citizens identified as
speakers of Bosnian, 30.8% as speakers of Serbian, and
14.6% as speakers of Croatian.3 In order to fully capture
the spread and the properties of these varieties, a com-
prehensive, large-scale sociolinguistic corpus would be
needed. Unfortunately, to the best of our knowledge no
such resource is currently available. For the purposes
of this study, we therefore consider Bosnian, Croatian,
Montenegrin and Serbian as loosely corresponding to
the variety spoken in the respective country and influ-
enced by the national standardization efforts through-
out the past decades. This aligns with the approach
adopted by Ljubesi¢ et al. (2018), who examine the

2https://www.monstat.org/uploads/files/popis%202021/
saopstenja/SAOPSTENJE_Popis%20stanovnistva%202023%
201I_cg.pdf

3http://www.statistika.ba/?show=8#link4

spread of linguistic variables within the four countries,
thus allowing us to draw comparisons where relevant.
There is also a quantitative argument to be made for
this approach: one can reasonably expect a national
standard to affect linguistic practices in its respective
country, and thereby it can be expected that e.g. the
Bosnian-Herzegovinian subset of our data should largely
map onto the Bosnian national standard. This is, of
course, mainly an approximation of a more complex lin-
guistic landscape, and one that need not be entirely ap-
propriate. The results presented here should be inter-
preted in the same light.

We rely on a dataset proposed by Rupnik et al. (2023),
whose various iterations have been regularly used in the
NLP domain for the task of distinguishing between sim-
ilar languages (Zampieri et al., 2014, 2015; Malmasi et
al., 2016; Zampieri et al., 2017; Chifu et al., 2024). The
data was collected from the social media platform Twit-
ter (rebranded as X in 2023). The original annotation
of linguistic varieties was done in several steps. In the
fist two steps, users susceptible to tweet in BCMS were
identified based on variety-specific word lists contain-
ing highly frequent items, and subsequently language
identification tools, including ones specifically aimed at
BCMS, were used (Ljubesi¢ et al., 2014). The final an-
notation into the four varieties was executed by a single
human annotator, with a single label given to each Twit-
ter user (Ljubesi¢ & Kranjci¢, 2015).

In this study, we use a revised version of the dataset,
in which the dev and test sets were re-annotated in a
multi-label setting, by multiple annotators speaking all
four varieties (Mileti¢ & Mileti¢, 2024). Thus the eval-
uation sets used here reflect possible ambiguities and
overlaps between the four varieties.

The original dataset exhibited a strong skew towards
Serbian. We therefore downsized this class to the next
largest class in the dataset (Croatian). In a second step,
we modified the size of instances: originally, they corre-
sponded to the full tweet production of a single user. For
the purposes of our experiments, we segmented each
instance into sentences and projected the label of the
full instance onto each of the sentences. Since the re-
sulting annotation has not been validated manually, it is
possible that instances not carrying clear markers of a
given variety still carry the corresponding label. We fur-
ther discuss this in Section 5.

A guantitative overview of the dataset is available in
Table 1. For ease of presentation, we count multilabel
instances in the test and dev sets as belonging to each of
the classes for which they have been annotated. Details
on multilabel instances can be found in Appendix A.
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Table 1: Dataset overview. Sizes given as number of instances.

Classes Train Dev Test Subtotal
Bosnian 16,463 7,610 7,606 31,679
Croatian 23,691 11,141 11,310 46,142
Montenegrin 13,155 4,488 8,513 26,156
Serbian 23,784 13,076 13,431 50,291
Total 77,093 36,315 40,860 154,268

4 METHODOLOGY

Our experimental setup involves three steps:

1. We train models on the linguistic variety classi-
fication task.

2. We extract variety-specific features from the
trained models using the Leave-one-out ap-
proach.

3. We manually annotate the extracted features
and assess their relevance.

Given that finetuned BERT models have been shown
to be well-suited to the task of distinguishing between
similar varieties (Gaman et al., 2020; Chifu et al., 2024),
we train two BERT-based classifiers: a multilingual XLM-
RoBERTa model (Conneau et al., 2020) and a language-
specific BERTi¢ (Ljubesi¢ & Lauc, 2021). As a baseline,
we use a logistic regression model from which we di-
rectly extract the most relevant features per class.

4.1 Logisticregression

Training We use a simple logistic regression model, as
provided by the scikit-learn library, with 500 iterations,
integers set to numpy . int8 to save memory, and oth-
erwise default parameters. We encode the text samples
as bag-of-words count vectors without any weighting or
pruning. Also, we do not perform any subword segmen-
tation.

Feature extraction For each class, we identify the 30
features (words) with the highest weight coefficients in
the trained model. This approach only yields features
that were present in the training set. For comparabil-
ity with the BERT-based approach, we only retain those
features that also appear in the test set.

4.2 BERT-based models

Training We perform supervised fine-tuning on the
training data for 10 epochs and select the best model
checkpoint based on validation accuracy.

Feature extraction We applythe leave-one-out(LOO)
method proposed by Xie et al. (2024). This method pro-
cesses each sentence of the test set independently to

detect the features that contribute most to the classifi-
cation decision. It consists of the following steps:

1. Take atestinstance x, pass it through the classi-
fier, and keep both the predicted class ¢ and the
prediction score /. If the classifier’s predictionis
incorrect (§ # y), move on to the next instance.*

2. Selectand remove a word from the test instance
(we denote this modified instance as z;, where
word 4 has been removed), run it through the
classifier again, and record the new prediction
score ¢;.°

3. Calculate how much removing the word affects
the classifier’s performance by subtracting the
new score from the original score: A; = ¢ — ¢,.
We refer to A; as the impact score for word 1.

4. Repeat steps 2 and 3 for every word in the in-
stance.

5. Identify the 5 words with the highest impact
scores.®

The steps outlined above generate instance-level ex-
planations, identifying the words that have the greatest
influence on each individual instance.

We aggregate the explanations across all instances of
the test set for evaluation. The resulting list is processed
in the following way:

1. For each extracted item, we compute the aver-
age impact score on the basis of the individual
impact scores.”

2. Foreachclass, we select the 100 items with the
highest average impact scores for the analysis.
This means that for each model, a total of 400
features are examined.

3. The extraction is done in two ways: 1) by select-
ing the items that were extracted only for a sin-
gle variety (denoted SV in Table 3), and 2) by al-
lowing for items that were extracted for several
classes but not all of them (denoted MV in Ta-
ble 3). This is motivated by the observation that
linguistic features often do not have the same
spread across the linguistic varieties discussed
in Section 2.1.

4This is equivalent to the isCorrect condition described by Xie et al.
(2024).

5Xie et al. (2024) remove words based on their position in the sen-
tence, meaning if a word appears multiple times, only one occur-
rence is removed at a time. Their method focuses on the occurrence
that leads to the largest score change. Instead, we remove all occur-
rences of the word simultaneously.

éWhile Xie et al. (2024) do not mention this threshold in their written
methodology, it is included in their implementation.

7Xie et al. (2024) use TF-IDF to rank the words. We find that the sim-
pler approach of averaging the scores is sufficient for our purposes.
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Table 2: Classification accuracies across models.

Model  Accuracy
LR 52.3
XLM-R 68.0
BERTI¢ 73.1

5 RESULTS AND DISCUSSION
5.1 Linguistic variety classification

Table 2 shows the classification accuracies obtained
by the logistic regression baseline and the BERT-based
classifiers. Unsurprisingly, the neural models outper-
form the baseline by a wide margin, and the language-
specific BERTIi¢ beats multilingual XLM-R. However, the
performances of neural models remain relatively low
(73.1 and 68.0 accuracy points respectively). This could
be due to the fact that the original corpus instances were
split into sentences, and the variety label attributed to
the original instance was projected onto all resulting
sentences. This can in fact lead to having instances that
do not carry specific markers, but which are attributed
to a single variety.

5.2 Variety-specific feature extraction

Both logistic regression and leave-one-out classification
yield lists of variety-specific linguistic features. These
features were manually annotated as belonging to Lexi-
con, Phonetics/phonology, Morphology, Named Entities,
Spelling, Other or Unmarked, the last one indicating
items that do not contain any variety-specific informa-
tion. The annotation was done by a single annotator,
who is a linguist and a native speaker of Serbian. The
results of the annotation are shown in Table 3.

5.2.1 GLOBAL ANALYSIS

We examine first the general usefulness of the extracted
features. The main goal of our setup is to identify
marked features that are specific to one or several va-
rieties. The presence of unmarked features is there-
fore undesirable and these features can be seen as er-
rors. The LR model presents a relatively low percentage
of unmarked features in the analyzed list, whereas they
systematically represent >10% of the top 100 features
for the neural models (e.g. volim ‘I love’ extracted from
BERTI¢ for Serbian, zna ‘he/she knows’ extracted from
XLM-R for Bosnian). In this respect, they seem less re-
liable than the LR model.

On the other hand, the LR model has a much higher
prevalence of features in the Other category compared
to the neural models. This category contains mostly cor-
pus artifacts: occasional words in other languages, hash
tags, URLs and user names. 57.5% of the analyzed fea-

tures from the LR model are therefore irrelevant from
the linguistic point of view.

Similarly, although to a lesser extent, the BERT-based
models show a significant reliance on named entities.
Our manual analysis shows that these are often re-
lated to geographic terms specific to a single country
(e.g. Podgoricani (inhabitants of Podgorica, the capital
of Montenegro) extracted from BERTI¢ for Montenegrin;
Mostar (city in Bosnia and Herzegovina) extracted from
XLM-R for Bosnian, etc.) and therefore conflate regional
topical differences with variation pertaining to linguistic
structures.

Itis also notable that the behaviour of the neural mod-
els is comparable whether we take into account features
specific to a single variety (rows marked SV in Table 3) or
those that were extracted for multiple varieties (but not
all of them; rows marked MV). For instance, the differ-
ence between the two extraction scenarios for the pho-
netic features is 2.5% for BERTi¢ and 1.5% for XLM-R.

Among the extracted linguistic features, the most
prominent category concerns Phonetics/phonology, in-
dependently of the model and of the extraction mode. It
is followed by Morphology and Lexicon. We take a closer
look at the distribution of these across varieties and dis-
cuss salient examples.

5.2.2 ANALYSIS BY VARIETY AND BY FEATURE CATEGORY

The distribution of analyzed features by feature category
is presented in Table 4.

The overall frequency of phonetic and phonolgical
features seems to be driven by Serbian: this category
covers 64% of the analyzed features extracted from
BERTI¢, and 57% of those extracted from XLM-R. For
the other three varieties, this percentage is much lower
(12-24%). All of the Serbian features from this cate-
gory are ekavian forms having ijekavian equivalents in
the other three varieties (cf. lep ‘beautiful’, which would
be expected as lijep in Croatian, Bosnian and Montene-
grin). Conversely, the features extracted for this level for
the other three varieties predominantly contain ijeka-
vian forms having ekavian equivalents, but there are
also some more specific features. For Croatian, both
models propose inflected forms of kava ‘coffee’ (the ex-
pected form in Serbian being kafa, while Bosnian also
allows kahva). Also, both models identify the form de
‘where’ for Montenegrin (whereas gdje would be ex-
pected in Croatian and Bosnian, and gde in Serbian).

The most morphological features were found in the
lists for Croatian, independently of the model. They
overwhelmingly concern the use of the short infinitive,
such as dobit ‘to receive’ and do¢ ‘to come’ (the corre-
sponding long forms being dobiti and doci). However,
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Table 3: Leave-one-out result annotation. Percentage of extracted features per category. Individual values may not sum to totals

due to rounding.

Model Scenario Phon. Morphology Lexicon Named Entities Spelling Other Unmarked
LR MV 27.5 0.0 6.7 1.7 25 575 4.2
BERTi¢ SV 29.5 6.0 8.3 15.5 05 273 13.0
MV 27.0 4.3 10.8 18.0 0.5 283 11.3

XLM-R SV 25.8 4.8 6.3 16.0 0.8 345 12.0
MV 27.3 5.3 6.5 12.0 0.8 293 19.0

Table 4: Features extracted for multiple varieties: Distribution per feature category and linguistic variety.

Phon. Morphology Lexicon Named Entities Spelling Other Unmarked

Bosnian  15.0 0.0 6.0 28.0 20 37.0 12.0

E’ Croatian  17.0 140  19.0 9.0 0.0 240 17.0
L Montenegrin  22.0 8.0 4.0 21.0 0.0 220 23.0
Serbian  64.0 2.0 4.0 4.0 0.0 26.0 0.0

Bosnian  16.0 0.0 8.0 27.0 0.0 26.0 23.0

Dz-: Croatian  12.0 19.0 5.0 7.0 1.0 39.0 17.0
> Montenegrin  24.0 0.0 4.0 11.0 20 33.0 26.0
Serbian  57.0 2.0 9.0 3.0 0.0 19.0 10.0

some of the infinitives also reflect a difference in the
derivation patterns of some verbs, which contrast verbs
ending in -irati in Croatian with verbs ending in -ovati in
Serbian (cf. organizirat ‘to organize’; the expected form
in Bosnian, Montenegrin and Serbian would be organizo-
vati; Ljubesic et al., 2018, p. 16). Lexical items mostly
reflect terms for which a different root is used in Ser-
bian (cf. dojam ‘impression’ and otok ‘island’ in Croa-
tian, whereas utisak and ostrvo would be expected in
Serbian; Nikoli¢, 2011).

The features extracted for Bosnian and Montene-
grin present similar distributions: the bulk of linguisti-
cally relevant features rely on phonetics and phonology,
there are relatively few features pertaining to morphol-
ogy and lexicon, and there is higher reliance on named
entities compared to Croatian and Serbian. The mod-
els do manage to identify raja ‘people, folks’ as a lexical
item specific to Bosnian, and XLM-R picks up on profe-
sorica ‘professor (feminine)’ for Montenegrin (expected
form in Serbian: profesorka, whereas profesorica would
be expected both in Bosnian and Croatian; Ljubesi¢ et
al., 2018, p. 18).

These results align with previous observations on the
relationship between these four varieties. Croatian and
Serbian seem the most distinctive when looking at the
linguistic features. The classification of Serbian relies
heaviliy on the e:ije variation thanks to the asymmetri-
cal spread of the ekavian forms. On the other hand, the
relevance of lexical and morphological features for the
classification of Croatian may be due to the fact that the
phonetic features are not sufficiently distinctive (given

that Bosnian and Montenegrin are also ijekavian). The
fact that there are fewer morphological and lexical fea-
tures detected for Bosnian and Montenegrin aligns with
the findings by Ljubesi¢ et al. (2018), discussed in Sec-
tion 2.1. Globally, our analysis reveals that the model
performance seems to align with previous research on
these varieties.

We also examine extraction results when only fea-
tures relevant for a single variety are allowed. This is
motivated by the fact that such features would be of par-
ticular value for automatic variety identification. In this
scenario, the models do not fare well. Given the ambi-
guity of ijekavian forms between Croatian, Bosnian and
Montenegrin, in this scenario we would expect less of a
reliance on phonetic and phonological features for these
three varieties. But when looking at the results in Ta-
ble 5, we see only a slight dip for Montenegrin and Croa-
tian, with a slightly more pronounced effect on Bosnian
compared to results in Table 4. For BERTI¢, dips are ob-
servable too for the morphological features. Conversely,
there is a slight increase in the lexical feature count, but
the category that gains the most features in this setup
is named entities. This may be an indication that pho-
netic and morphological features specific to only one of
these three varieties are hard to identify. This is further
underscored by the fact that the extracted features are
mostly the same as the ones extracted in the more re-
laxed scenario allowing for features relevant for multi-
ple varieties. The vast majority of them are not specific
to a single variety.
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Table 5: Features extracted for a single variety. Distribution per feature category and linguistic variety.

Phon. Morphology Lexicon NE Spelling Other Unmarked

Bosnian 7.0 0.0 8.0 34.0 20 36.0 13.0

E Croatian  16.0 11.0 20.0 14.0 0.0 26.0 13.0
L Montenegrin ~ 20.0 5.0 11.0 20.0 0.0 25.0 19.0
Serbian  65.0 1.0 40 4.0 0.0 26.0 0.0

Bosnian 5.0 0.0 7.0 36.0 0.0 41.0 11.0

T Croatian  10.0 19.0 6.0 10.0 1.0 40.0 14.0
é Montenegrin ~ 25.0 0.0 3.0 16.0 20 39.0 15.0
Serbian  63.0 0.0 9.0 2.0 0.0 18.0 8.0

6 CONCLUSION

In this paper, we presented an initial evaluation and
analysis of the Leave-one-out method for explainable
lingusitic variety classification, proposed by Xie et al.
(2024), on Bosnian, Croatian, Montenegrin, and Serbian.
This consisted in training two BERT-based classifiers,
using the Leave-one-out method to extract features that
contribute most to classification decisions, and manu-
ally analysing the list of extracted features.

Our results indicate that the model behaviour gener-
ally aligns with existing linguistic knowledge about vari-
ation between these four varieties: classification of Ser-
bian relies heavily on the asymmetry of the e:ije varia-
tion and exploits the presence of ekavian forms; the fea-
ture list for Croatian contains a more even spread of pho-
netic, morphological and lexical features, with the mor-
phological features capturing the variation between the
short and the long infinitive, and some verbal derivation
regularities; comparatively few morphological and lexi-
cal features are extracted for Bosnian and Montenegrin,
which instead exhibit a higher reliance on named enti-
ties. All of these observations are in line with conclu-
sions put forward by Ljubesi¢ et al. (2018), which point
to Croatian and Serbian as being at the opposing ends of
the continuum, whereas Bosnian and Montenegrin tend
to align with the one or the other, and display fewer fea-
tures specific only to them.

Overall, the paper showcases the applicability of the
chosen explainability method in sociolinguistic contexts
characterized by complex patterns of variation, and
thereby demonstrates the interest of explainable ma-
chine learning methods for corpus-based variation re-
search.

7 LIMITATIONS

The work presented above has several limitations worth
discussing. First, we evaluated a single explainability
method. In future work, we will extend this to a wider
selection of approaches. Second, the qualitative analy-
sisis based on a manual annotation produced by asingle

human annotator. The difficulty of the task reported by
the annotator seems to justify the addition of a second
annotator and an evaluation of inter-annotator agree-
ment. Third, a quantitative evaluation of extracted fea-
tures against ground truth would complement the cur-
rent evaluation method. Since wide-coverage lexicons
are available for Croatian and Serbian, we will imple-
ment this in our future work.
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A MULTILABEL INSTANCES INDEV AND TEST SETS

Table 6: Overview of multilabel instances in dev and test set.
BS: Bosnian, HR: Croatian, MN: Montenegrin, SR: Serbian.

Classes Dev Test
BS, HR 1,473 500
BS, HR, MN 0 51
BS, HR, MN, SR 119 0
BS, MN 1,128 2,029
BS, MN, SR 0 1,928
BS, SR 1,247 188
HR, SR 1,583 451
MN, SR 2,161 552
Total 7,711 5,699
% of set 21,2 13,9
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