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Whilemany new speech-to-textmodels have been proposed in recent years, evaluating their performance is a challenging
task, particularly for less resourced languages. In this paper, we analyse model performance against a multi-reference
gold standard dataset in Croatian and Serbian focusing on the differences between a more standard and a more literal
version of the multi-reference. We analyse the performance of 7 public, freely available models with varied training and
fine-tuning settings. Our results show that, in general, models obtain better scores when evaluated against literal tran-
scripts, but also that this trend is weaker in the best performing models suggesting that some gains in the performance
might come from standardising the output.
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1 INTRODUCTION

After several decades of research, the speech process-
ing technology has finally become available for practi-
cal use in languages other than English. Croatian and
Serbian are among those languages that have seen sig-
nificant development in recent years. In addition to be-
ing supported in commercial applications, these lan-
guages are increasingly represented in academic re-
search through the development of data sets containing
audio-to-text alignment, as well as through training and
fine-tuning contemporary model architectures.
These developments resulted in a series of solutions

that are currently available for these languages and cre-
ated the need for an objective and transparent com-
parison of these solutions. While commercial solutions
are advertised to perform at certain Word Error Rates
(WER), independent academic evaluations are largely
missing. Also, the scores achieved by academic (non-
commercial) solutions are rarely published.
This problem is recently addressed by the projectMak

na konac (MNK) (Samardžić et al., 2024), which offers
a data set for multi-reference evaluation. The need
for multi-reference evaluation is especially pronounced
when evaluating solutions based on pre-trained mod-
els because the user has no control over the selection
of pre-training data. In other words, modern models
cannot be compared on the same training and test data,
which used to be the comparison standard before pre-
trainedmodels were introduced. Multi-reference evalu-
ation is a way of neutralising the effects of training data

by giving each model a chance to match one of the mul-
tiple references, the one that turns out the closest to its
(unknown) training data.
One of the several options covered in the MNK multi-

reference is a binary distinction between literal and
standard gold transcription. The literal version contains
elements of speech such as short repetitions, fillers,
mistakes, non-standard and dialect features. The stan-
dard version is closer to originally written text, where
such speech elements are removed. Given the great
variability in how present-day models are trained, it is
hard to tell whether their output can be expected to be
closer to speech or to written language.
The goal of our study is to determine which one of the

MNKmulti-reference options, literal or standard, results
in better WER scores when evaluating a series of open-
access speech-to-text models. We analyse the scores
of 7 models previously evaluated in the MNK project
on four data sources (two Croatian and two Serbian).
Our findings are intended to determine whether mod-
ern speech-to-text models tend to output more literal
transcripts (including elements of spoken language) or
standardised text characteristic of writing.

2 RELATED WORK

The performance of speech-to-text models on Croat-
ian and Serbian data is relatively rarely reported. We
are aware of only one report of a Kaldi (Povey et al.,
2011) recipe for Serbian (Popović et al., 2015), which
shows a big performance drop on the out-of-domain
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Table 1: The first five rows of an evaluation report. Each row contains multiple WER scores for one audio segment. The full
evaluation report analysed in our study contains around 11’000 of such rows. It is available for reproducibility together with the
analysis code in our shared folder referenced in the text.

Segment ID WhisperV WhisperS WhisperSJV Transducer CTC W2V2XLSR W2V2Slavic
170918_13_14 [0.286, [0.429, [0.429, [0.571, [0.571, [1.000, [0.857,

0.143, 0.286, 0.286, 0.429, 0.429, 0.857, 0.857,
0.125, 0.500, 0.250, 0.375, 0.375, 0.750, 0.714,
0.000] 0.375] 0.125] 0.250] 0.250] 0.625] 0.500]

170918_14_15 [0.429, [0.286, [0.714, [0.857, [0.857, [0.857, [0.857,
0.400] 0.400] 0.300] 0.300] 0.300] 0.300] 0.300]

170918_15_16 [0.111, [0.000, [0.556, [0.667, [0.556, [0.556, [0.556,
0.091] 0.182] 0.455] 0.364] 0.455] 0.364] 0.455]

170918_16_17 [0.100, [0.100, [0.100, [0.300, [0.400, [0.100, [0.300,
0.100] 0.100] 0.100] 0.300] 0.400] 0.100] 0.300]

170918_17_18 [0.222, [0.111, [0.222, [0.556, [0.667, [0.444, [0.444,
0.455, 0.364, 0.455, 0.455, 0.545, 0.636, 0.545,
0.111, 0.000, 0.111, 0.444, 0.556, 0.333, 0.333,
0.364, 0.273, 0.364, 0.364, 0.455, 0.545, 0.455,
0.100, 0.200, 0.100, 0.400, 0.500, 0.300, 0.300,
0.333, 0.417, 0.333, 0.333, 0.417, 0.500, 0.417,
0.000, 0.100, 0.000, 0.300, 0.400, 0.200, 0.200,
0.250] 0.333] 0.250] 0.250] 0.333] 0.417] 0.333]

test set. Several models, including some similar to
those included in this study, are previously evaluated
on Croatian data (Ljubešić et al., 2022). The perfor-
mance of large and medium Whisper models (Radford
et al., 2022) fine-tuned on Serbian data is reported on
the Hugging Face repository (Sagić, 2023). The most
comprehensive evaluation is performed as part of the
Mak na konac project (Samardžić et al., 2024), show-
ing considerable differences compared to the previously
reported scores, despite the flexible evaluation that al-
lows each model to obtain its best possible score. The
Mak na konac data can be considered out-of-domain
evaluation, while the previously reported scores were
obtained on similar data onwhich themodels were fine-
tuned, which might explain the difference.
Multi-reference evaluation is rarely reported even

outside of the Croatian and Serbian data. It is typi-
cally performed on Arabic because no wide standard is
available for this language (Ali et al., 2015). The differ-
ences between the evaluation on the standard vs. non-
standard reference is discussed in the case of Swiss
German (Nigmatulina et al., 2020) showing that the
word-level performance is better on standardised data,
but non-standard data allow better character-level per-
formance. A combination of non-standard and standard
reference is used for obtaining flexible scores that dis-

regard the errors due to the noise in the non-standard
data. Multi-reference data sets have been published for
Slovenian (Žgank et al., 2014; Verdonik et al., 2024), but
without a systematic evaluation of models.

3 DATA AND METHODS

The audio part of the MNK test data is available online
on Hugging Face.1. The multi-reference transcript is not
publicly available, to prevent model contamination, but
researchers can obtain a rich evaluation report on a sub-
mitted output of a model. For the reproducibility of our
study, wemake available the parts of the reports thatwe
analysed together with the code used for the analysis.2

Our analysis is performed on the evaluation reports
for seven models listed in Table 2 and for four data
parts described in Table 3. The first five lines of one
of the analysed evaluation reports is shown in Table 1.
For each audio segment (ID in the first column) and
each tested model, we obtain an array of WER scores
(here rounded up to three decimal places). The first half
of each array contains the scores on the standardised
versions of the multi-reference, while the second half
of each array contains the scores obtained on the lit-
1https://huggingface.co/datasets/classla/mak_na_konac/viewer/
default/SR1?row=4

2https://drive.switch.ch/index.php/s/kUDbQbkHksIrES6
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Table 2: Summary of key features of the models tested in the MNK project. The overall WER scores shown in this table represent
the weighted average over the best scores for all segments in a given data part. The best averages are in bold.

Model Architecture Training Size Best performance (WER)
HR1 HR2 SR1 SR2

WhisperV Transformers Pre-trained on fully aligned multilin-
gual data

Large 16.18 9.61 14.62 11.39

WhisperS Transformers WhisperV fine-tuned on Serbian Large 27.38 20.59 16.89 15.84

WhisperSJV Transformers WhisperV fine-tuned on a larger Ser-
bian data set

Large 27.73 19.58 15.51 14.28

Transducer RNN Trained from scratch on Croatian Small 24.97 8.90 20.08 19.80

CTC RNN Trained from scratch on Croatian Small 27.02 8.52 20.88 20.25

W2V2XLSR Transformers Pre-trained on partially aligned mul-
tilingual data, fine-tuned on Croatian

Large 37.55 13.58 26.08 27.26

W2V2Slavic Transformers Pre-trained on partially aligned
Slavic data, fine-tuned on Croatian

Large 37.88 12.65 23.83 25.14

Table 3: Summary of key features of the test data.
Data part Source Language Region Size
HR1 Radio Student Croatian Zagreb 5h
HR2 TV Dalmacija Croatian Split 5h
SR1 Peščanik Serbian Belgrade 5h
SR2 Južne vesti Serbian Niš 5h

eral versions of the multi-reference. For example, the
model WhisperV obtains eights scores on the segment
170918_17_18, the first four of these scores (0.222,
0.455, 0.111, 0.364) are obtained on four standardised
versions of the multi-reference, while the second four
scores (0.100, 0.333, 0.000, 0,250) are obtained on
four literal versions. The number of scores per audio
segment and per model can go over 70 depending on
the presence of numbers and abbreviations, but also on
the length of the utterance.
The models are tested in the Mak na konac project

(Samardžić et al., 2024), which has also provided the
multi-reference gold standard. The evaluation reports
are created in the original evaluation but have not been
analysed up to now. Each evaluation report is a large
table that contains meta-data and CER (character er-
ror rate) scores in addition to the WER (word error rate)
scores shown in Table 1. For this study, we use only
the WER scores and focus on only one of many possi-
ble factors that can be analysed, namely the difference
between the scores on the standardised and literal tran-
scripts, leaving other possible factors (e.g. regional vari-
ation, the differences in transcribing digits and abbrevi-
ations, genre, speakers’ metadata) for future research.

3.1 Key features of the test data

The test set is designed to include two variants for each
of the two languages. The variant spoken in Zagreb
(HR1) can be considered close to the standard Croatian,
while Split is a Southern Croatian region withmarked di-
alectal features. The samedesign is followed in the case
of Serbian, where Belgrade (SR1) is close to the stan-
dard and Niš (SR2) is a Southern variant with marked di-
alectal features.
Somewhat surprisingly, the models’ performance

turned out better on the the Southern versions both in
Croatian and Serbian, while the Zagreb sample turned
out the most difficult. It appears that other elements,
that are yet to be understood, influenced themodel per-
formance more than their regional markedness.

3.2 Key features of the tested models

We analyse the performance of seven freely available
models previously tested in the Mak na konac project:
• WhisperV: multilingual Whisper large-v3, which is
pre-trained on 1 million hours of weakly labelled
data and 4 million hours of pseudo-labelled data,
produced with its predecessor, Whisper-large-v2.
It is capable of automatically determining the lan-
guage of the input speech aswell as translating input
speech into a variety of languages.

• WhisperS andWhisperSJV: two variants of theWhis-
perV model fine-tuned on transcribed Serbian au-
dio. The first variant is fine-tuned on Mozilla Com-
monVoice13andGoogle Fleurs, while theASR train-
ing data set for Serbian JuzneVesti-SR v1.0 (Rupnik
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& Ljubešić, 2022) is added to the training set for the
second variant.

• Transducer and CTC are parts of NVIDIA’s NeMo
toolkit. The main difference between the two vari-
ants is that Transducer takes previously generated
letter as input at the next step, while CTC does not
(it combines the acoustic and the language model in
a more traditional way). In both of these settings,
we test the model that was trained on Croatian par-
liamentary data set ParlaSpeech-HR (Ljubešić et al.,
2022).

• W2V2XLSRandW2V2Slavic aremodels basedon the
wav2vec2 architecture. This means that they are
first trained on large quantities of unlabelled audio
alone. The former is then fine-tuned on a multilin-
gual text and speech datasets (XLS-R) , while for the
latter, the VoxPopuli Slavic labelled data (Wang et al.,
2021) are used.
Regarding the models, the most important difference

is whether they are pre-trained or trained from scratch.
The latter option allows more control over the training
data and fitting the models more closely to the target,
but these models are smaller and might not capture
all the nuances that can be accommodated by the pre-
trained models that are bigger. On the other hand, the
bigger models require much more data to be trained,
which is why they cannot be trained for any single lan-
guage (except English) specifically.
Another factor that we take into consideration is the

presence vs. absence of fine-tuning. The only model
that is not specifically fine-tuned for any Croatian or Ser-
bian target data is WhisperV, although it is very likely
that some Croatian and Serbian data are included in
its, highly multilingual, training set. Two tested solu-
tions (WhisperS and WhisperSJV) are created by fine-
tuning Whisper on two small sets of Serbian data. The
other models are trained on Croatian data (recordings
of the Parliament sessions). Transducer and CTC are
trained from scratch, while W2V2XLSR and W2V2Slavic
are fine-tuned on Croatian data while pre-trained on
multilingual and Slavic data respectively.
According to the evaluation reports, the best per-

forming model overall is, again surprisingly, WhisperV,
followed by the two small models trained on Croatian
(Transducer and CTC), while the worst solutions are the
twoW2V2models fine-tuned on Croatian. Interestingly,
these rankings are invariant across the two languages.
The only solutions that do show some sensitivity to the
language are the twoWhispermodels fine-tuned onSer-
bian data: their scores are generally better on Serbian
than on Croatian data.

3.3 Collecting the counts

Wegroup theextracted scores so that all scores for stan-
dard transcripts (the first half of the arrays in Table 1) are
in one group and all scores for the literal versions (the
second half of the arrays) in the other. We then sum up
for each segment all the scores in one group, to obtain
one value for the literal and one for the standard ver-
sions for that segment. Next, we compare the sums and
define the following cases:
• ’literal’ : sum(literal) < sum(standard)
• ’standard’ : sum(standard) < sum(literal)
• ’tie’ : sum(standard) = sum(literal)
In the first two cases, the “winner” is the lower sum

of WER scores, while there is no winner in third case.
Once thewinner is known for each segment, we count

the number of wins for each case and the number of ties
in each data part. We then scale the counts to obtain
normalised values (between 0 and 1) showing the pro-
portion of each case for each model in each data part.
These proportions tell us how often the scores differed
between standard and literal transcripts and, out of all
different scores, how often they were better for the lit-
eral and how often for standard transcripts. Note that
the ties can be due to the lack of differences in themulti-
reference or due to the models’ mistakes cancelling out
each other evenwhen the references differ. For now, we
cannot distinguish between these two reasons for ties
since we do not have access to the references.

4 RESULTS AND DISCUSSION

Figure 1 shows the proportions of the three outcomes:
better WER scores when the models are evaluated
against the standard version of the reference, better
WER scores on the literal versions and equal scores on
both versions. Each stacked bar represents one model
that is evaluated and each plot represents one data part.
The first finding that becomes apparent when com-

paring the plots is that the proportions of ties are almost
constant for all models on the same data part. This pro-
portion is the highest in SR1 (0.68) and the lowest in
HR1 (under 0.5 for all the models). Recall that these
proportions dependon the (unknown) proportions of the
reference transcripts where there were no differences
between the two versions. Looking at the plots, it is
likely that the differences are the smallest in SR1 and
the biggest in HR1. In the case of SR1, this finding cor-
responds to what could be expected given that this data
part represents a variant close to the standard. The op-
posite is true in the case of HR1, where the literal ver-
sion of the reference seems to be rather different from
the standard version. This might be due to the use of
other forms of non-standard language (e.g. slang), but
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Figure 1: Proportions of cases in which the models’ WER scores were better for the standard version of reference (top bars), or
for the literal version (middle bars) or equal (bottom bars).

this is still to be established. We can also see that the
proportions of ties vary somewhat less in the two Ser-
bian than in the two Croatian data parts. The fact that
there is more variation between the models on Croatian
data might have something to do with the use of Croa-
tian data for training. With the exception of the models
fine-tuned on Serbian, the proportions are smaller for
the models that perform better (WhisperV, Transducer
and CTC). This means that better models have fewer
mistakes that cancel out each other. In other words,
when models’ performance is better, the equal scores
are more due to the lack of differences between the ref-
erences than to models’ mistakes.
Comparing the proportions of literal vs. standard, we

see that the models get better scores on literal refer-
ences (bigger darker bars) overall. In other words, when
there is a difference between the references, the literal
one gives better scores. Interestingly, this pattern is the
weakest in the case of the best performingmodel, Whis-
perV in all four data parts (smaller darker bars than in
other models), which means that this model gains its
advantage by standardising its output. In the case of
HR2, the same strategy seems to have been applied by
the two small models trained from scratch on Croatian
(Transducer and CTC), which are the only ones to out-
perform WhisperV. By getting the standard of the refer-

ence right in more cases, these models have fewer ties
and more success on the standard reference.
The results of themodelWhisperS, which isWhisperV

fine-tuned on a relatively small Serbian data set, provide
an interesting insight into what can happen when fine-
tuning a large multilingual model on a specific data set.
The drop in the performance compared to the original
model (without fine-tuning) on all data parts (cf. Table2)
indicates a potential overfitting. Note also that the drop
is more pronounced on the Croatian parts, which can be
seen as an additional confirmation of overfitting. This
pattern itself is not very surprising, but our results re-
veal a more interesting trend: this is the model that has
the lowest rate of better scores on the literal reference.
In fact, this is the only model whose scores are better
on the standard reference across all data parts. It looks
like fine-tuning pushed the model to more standardised
outputs. The fine-tuned model seems to output what is
expected in a given context, neglecting to some degree
what it receives as the audio input. This behaviourmight
be a case of increasedmodel “hallucinations” deserving
a further investigation in future work.

5 CONCLUSION

In this study, we have addressed the question of
whether modern models, (pre)-trained on large data
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sets output transcripts that are closer to the standard
language moving away from literal transcription. The
results of our study indicate that the majority of the
tested models obtain better scores on the literal ver-
sion of themulti-reference than on the standard version.
However, the best performing model overall (Whisper
without fine-tuning) gets slightly higher scores on the
standard version than all the other models. It seems
that standardising the output a littlemore than the other
models allows it to generalise better and perform rela-
tively well on diverse data parts. When fine-tuned on a
small language-specific data set, this models is pushed
even further towards standardising, but this behaviour
results in a performance drop suggesting that the stan-
dardising strategy is not helpful when themodel is over-
fitting.
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